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Abstract

Generalized cross-validation (GCV) is a widely used method for estimating the squared out-of-sample prediction
risk that employs scalar degrees of freedom adjustment (in a multiplicative sense) to the squared training error.
In this paper, we examine the consistency of GCV for estimating the prediction risk of arbitrary ensembles
of penalized least-squares estimators. We show that GCV is inconsistent for any finite ensemble of size
greater than one. Towards repairing this shortcoming, we identify a correction that involves an additional
scalar correction (in an additive sense) based on degrees of freedom adjusted training errors from each
ensemble component. The proposed estimator (termed CGCV) maintains the computational advantages
of GCV and requires neither sample splitting, model refitting, or out-of-bag risk estimation. The estimator
stems from a finer inspection of the ensemble risk decomposition and two intermediate risk estimators
for the components in this decomposition. We provide a non-asymptotic analysis of the CGCV and the
two intermediate risk estimators for ensembles of convex penalized estimators under Gaussian features
and a linear response model. Furthermore, in the special case of ridge regression, we extend the analysis
to general feature and response distributions using random matrix theory, which establishes model-free
uniform consistency of CGCV.

Keywords: degrees of freedom adjustment, ensemble methods, generalized cross-validation, penalized estimators

1 Introduction

Ensemble methods are an important part of the toolkit in current machine learning practice. These
methods combine multiple models and improve predictive accuracy and stability compared to any
single component model (Dietterich, 1998, 2000; Hastie et al., 2009). Bagging and its variants
form an important class of ensemble methods that average predictors fitted on different subsam-
ples of the full dataset. The classical literature on bagging includes work by Breiman (1996),
Bithlmann and Yu (2002), and Friedman and Hall (2007), among others. There has been a flurry
of recent work on characterizing the risk behaviour of such subsampling-based ensemble methods
in high dimensions; see e.g. Loureiro et al. (2022), Adlam and Pennington (2020b), Miicke et al.
(2022), Patil et al. (2023), and Du et al. (2023). These works demonstrate that the risk can be sig-
nificantly reduced by properly choosing the size of the ensemble. Complementary to characterizing
and understanding the risk behaviour, it is important to have a reliable method for estimating these
risks when implementing ensemble methods. Accurate risk estimation provides a benchmark for
comparing the performance of different ensemble configurations and provides insights into the
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expected performance of the combined model on unseen data. In particular, Du et al. (2023) and
Patil and Du (2023) demonstrate that the implicit regularization provided by ensembling amounts
to ridge regularization and optimizing over both the ensemble and subsample size helps to mitigate
double descent behaviours. In this paper, our primary focus is on risk estimation techniques suit-
able for ensemble methods, when these ensembles are composed of penalized least-squares estima-
tors. Several tuning parameters define an ensemble even for a single penalty function, including the
regularization parameter and the subsample size. Developing consistent risk estimators informs
the selection of the optimal ensemble (regularization parameters and subsample size) and leads
to better generalization performance.

One widely recognized technique for risk estimation is Generalized cross-validation (GCV).
Generalized cross-validation adjusts the training error multiplicatively based on a factor known
as degrees of freedom correction. Generalized cross-validation is conceptually motivated as an ap-
proximation to leave-one-out cross-validation and provides consistent risk estimation without sam-
ple splitting and refitting; see e.g. Chapter 7 of Hastie et al. (2009) and Chapter 5 of Wasserman
(2006). The consistency of GCV has been extensively studied, initially for fixed-X design settings
and linear smoothers (Craven & Wahba, 1979; Golub et al., 1979). Subsequent work has ex-
tended this to the random-X settings, which are arguably more relevant in modern machine learn-
ing applications where observations are drawn from some underlying distribution rather than
being predetermined. In particular, the consistency of GCV for ridge regression has been shown
by Patil et al. (2021), Patil et al. (2022), and Wei et al. (2022) in various settings. For ridge regres-
sion, the consistency holds for arbitrary response models with only the assumption of bounded
moments. Beyond ridge regression, the consistency of GCV is shown for Lasso in Celentano
et al. (2023); Miolane and Montanari (2021) and for convex regularized estimates in Bellec
(2023, Section 3). For linear base estimators (e.g. least squares estimator, ridge, etc.), the degrees
of freedom of the ensemble estimator is simply the average of degrees of freedom for all base pre-
dictors. The first question that this paper asks is the following:

Is GCV still consistent for ensembles of general penalized estimators?

Perhaps the simplest base predictor to study this question is ridge regression, which has emerged
as a simple but powerful tool, particularly, when dealing with high-dimensional data without any
special sparsity structure. Recent work by Du et al. (2023) considers the problem of risk estimation
for ensembles of ridge predictors. The authors analyse the use of GCV for the full ensemble ridge
estimator when the number of ensemble components goes to infinity, demonstrating that GCV is
consistent for the prediction risk. However, an intriguing surprise from their work is the inconsist-
ency of GCV for any finite ensemble: The intricate correlation caused by overlapping samples in
different subsampled datasets complicates risk estimation and necessitates a correction. This find-
ing suggests a limitation of GCV and prompts the question of whether this inconsistency is special
to ridge regression or is a broader issue with GCV’s applicability to other models as well. And, in
particular, this prompts the second key question of our paper:

Is there a GCV correction that is consistent for all possible ensemble sizes?

Understanding these two questions forms the basis of our work. We propose a novel risk es-
timator that addresses the limitations of naive GCV for ensembles of penalized estimators.
Focusing on convex penalized predictors, we show that for a finite ensemble size larger than
one, the GCV is always inconsistent and deviates from the true risk by an additive error that
we characterize explicitly. Understanding this additive error leads to a novel correction to
GCV, and we provide both non-asymptotic and asymptotic analyses of this corrected GCV
under two different sets of data-generating assumptions. Our non-asymptotic analysis is re-
stricted to Gaussian features and well-specified linear models, allowing general strongly convex
penalty functions. Our asymptotic analysis is more general in accommodating random matrix
theory features beyond Gaussianity and arbitrary data models while being restricted to ridge
predictors. Our asymptotic analysis also enables the analysis of the ‘ridgeless’ predictors
(minimum-norm interpolators) in the overparameterized regime. For the case of ridge regres-
sion, this also allows us to show the uniform consistency in the regularization parameter.
Before diving into the precise details of our contributions, we present our results in Figure 1,
which demonstrates the clear gap between GCV and true risk. Our proposed corrected GCV
(CGCV), on the other hand, accurately estimates the risk across varying settings for ensembles
of both ridge and lasso predictors.
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Figure 1. CGCV is consistent for finite ensembles of penalized estimators while GCV is not. We show a numerical
comparison between the true squared risk (Risk), GCV error (GCV), and CGCV for ensembles across different tuning
parameters A and ensemble sizes M, over 1,000 repetitions of the datasets. The left panel shows ridge ensembles
with different 1 and M. Data are generated from a linear model with Gaussian design, (n, p) = (2,000, 500), and a
signal-to-noise ratio of 1. The subsample size is fixed at kK = 800. The right panel shows the plot of lasso ensembles
under the same setting as the left panel except for a different range of 1. Further details of the experimental setup
are given in Section 4.4. CGCV, corrected GCV; GCV, generalized cross-validation.

1.1 Summary of results

In the classical low-dimensional regime, where the feature dimension p is fixed, the excess prediction
risk goes to zero as the sample size # diverges. Thus, the average training error itself already serves as a
consistent estimator of the risk. In the proportional asymptotic regime, where the feature size p scales
proportionally with the sample size , the prediction risk typically converges to a non-vanishing con-
stant (Bayati & Montanari, 2011; Thrampoulidis et al., 2018, among others). Therefore, the regime
of primary interest for our results is the proportional asymptotic regime. More formally, we implicitly
consider a sequence of regression problems, say, indexed by 7. The dimension p(#), the distribution of
the observations, the estimators and penalty under consideration, and the subsample size k(7) all im-
plicitly depend on 7 with p(n), k(n) growing with 7. We omit the dependence on # to lighten the no-
tation and write simply, e.g. p for the dimension and k for the subsample size. Throughout the paper,
the ratio p/n is bounded from above by a constant independent of 7, so that by extracting a subse-
quence if necessary, we may assume that p/# has a finite limit. While several of our results are non-
asymptotic with explicit dependence on certain problem parameters, we also state consistency results
asymptotically using p_/as (convergence in probability/almost sure convergence), op(-) and Op(-)
notation, which are defined with respect to the aforementioned sequence of regression problems.
Our contributions are four-fold, as summarized below.

1. Inconsistency of GCV for finite ensembles. We establish that ordinary GCV is inconsistent in
estimating the squared out-of-sample prediction risk of finite ensembles with more than one
penalized estimator (Theorem 3). Here, we assume strongly convex penalties that include
ridge regression and elastic net, among others; and the inconsistency result of Theorem 3 ap-
plies to base estimators that have normalized degrees of freedom bounded away from 0 (see
Remark 8 for details).

2. Corrected GCV for finite ensembles. We introduce a novel risk estimator, termed corrected
GCV (CGCV), designed to estimate the prediction risk of the arbitrary ensemble of penalized
estimators (Definition 1). The proposed estimator employs a scalar data-dependent correc-
tion term (in an additive sense) that incorporates degrees of freedom adjusted training errors
of individual component estimators (Figure 2). Importantly, CGCV preserves all the compu-
tational advantages inherent to GCV, since it requires neither sample splitting nor model re-
fitting nor out-of-bag risk estimation.
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Figure 2. lllustration of the corrected generalized cross-validation for subsampled ensembles with equal subsample
sizes k.

3.

1.2

Non-asymptotic analysis under Gaussian designs. The structure of CGCV stems from inspect-
ing the ensemble risk decomposition and two intermediate risk estimators that we construct
for the components in this decomposition (equations (11) and (12)). For Gaussian features
and a well-specified linear model, we provide non-asymptotic bounds for these component
estimators (Theorem 1). Building on these, we provide a non-asymptotic bound for the pro-
posed CGCV estimator (Theorem 2). Our error bounds decrease at the 7271/? rate and provide
explicit dependence on problem parameters such as the ensemble size M, the subsample size &,
and the strong convexity parameter of the penalty (equations (21) and (22)). The derived rates
are pertinent within the scope of the proportional asymptotic regime.

. Asymptotic analysis under general designs. For general feature structure (multiplicatively) com-

posed of an arbitrary covariance matrix and independent components with bounded 4 + # mo-
ments and response vector with bounded 4 + 7 moments for some 7 > 0, we show that the
intermediate risk estimators are asymptotically consistent for ridge ensemble (Theorem 4).
We further show uniform consistency in the regularization level 4 that includes the case of ridge-
less regression for both intermediate estimators and, consequently, CGCV (Theorems 5 and 6).
The asymptotic analysis allows us to relax the data and model assumptions while obtaining
model-free uniform consistency of CGCV in the regularization parameter.

Related work

In this section, we describe related work on ensemble risk analysis and risk estimation, as well as a
detailed comparison to other baseline risk estimation approaches based on sample splitting and
out-of-bag risk estimation.

1.2.

1 GCV for linear smoothers

Risk estimation is a crucial aspect of statistical learning that plays an important role in model
evaluation and selection. Over the years, a myriad of methods have been proposed, each with
its own strengths and limitations. Among these, GCV has emerged as a widely adopted technique
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for risk estimation. GCV is conceptually motivated as an approximation to leave-one-out cross-
validation, a method that provides unbiased estimates of the true prediction error but can be com-
putationally expensive (Hastie et al., 2009). The origins of GCV can be traced back to the work of
Golub et al. (1979) and Craven and Wahba (1979), where it was studied in the context of fixed-X
design settings for linear smoothers. These settings, where the predictors are considered fixed and
non-random, are common in experimental designs. The consistency of GCV was subsequently in-
vestigated in a series of papers by Li (1985, 1986, 1987). More recently, the focus has shifted to-
wards the random-X and high-dimensional setting. This change in focus is motivated by modern
machine learning applications, which often deal with large datasets and where predictors are typ-
ically considered to be random variables drawn from some distribution rather than fixed values. In
this context, GCV has been the subject of considerable research attention. In particular, Leeb
(2008) establishes the consistency of GCV for the ordinary least-squares, and the consistency of
GCV for ridge regression has been established in a number of recent studies in various data settings
by Adlam and Pennington (2020a), Patil et al. (2021), Patil et al. (2022), and Wei et al. (2022),
which provide different flavours of results (both asymptotic and non-asymptotic).

1.2.2 GCV beyond linear smoothers

Generalized cross-validation was initially defined for linear smoothers, where the sum of training
errors is adjusted multiplicatively by the trace of the smoothing matrix. There is a general way of
understanding this estimator, and the definition of GCV for estimators that are not linear
smoothers can be extended by using degrees of freedom adjustments. The notion of degrees of
freedom of linear estimate ﬁ dates back to the pioneering paper of Stein (1981). This literature
established the multivariate version of Stein’s formula and proposed an unbiased estimator for
estimating the mean square error of a Gaussian multivariate mean, which is often called
Stein’s Unbiased Risk Estimate (SURE). For example, under the linear model y = X8, + ¢ with
Gaussian covariates X € R and Gaussian noise ¢ € R", the Stein’s Unbiased Risk Estimate

has expression SURE = ly — Xﬁll% +202df — no*, where o2 is the noise variance, and

df = tr [(9/ay) XB] (1)

is the degrees of freedom of the estimate B. The SURE is unbiased in the sense that [E[SUﬁE] =

[E[||Xﬁ — Xf,113]. This definition of degrees of freedom as the trace of the Jacobian yields a natural
generalization of the GCV formula, where the trace of the smoothing matrix (for linear

smoothers) is replaced by (ﬁ, i.e. the trace of the Jacobian (6/6y)Xﬁ. Moving beyond the estima-

tion of the in-sample error | X — Xf, |13, this generalization of GCV beyond linear smoothers is
known to be consistent in the sense:

— X812 -
o (=26 - o + )1,

under linear models with jointly normal observations (x;, y;) and E[x;x] | = £. This consistency is
proven for the lasso (Bayati et al., 2013; Bayati & Montanari, 2011; Celentano et al., 2023;
Miolane & Montanari, 2021), and for regularized least-squares with a general convex penalty
(Bellec, 2023, Section 3). Bellec and Shen (2022) generalized the above GCV estimator for the

risk |2/ z(ﬁ — Bo)I3 + llll3/n in the context of regularized M-estimation where the noise has pos-
sibly infinite variance. Tan et al. (2024) studied a generalization of GCV to estimate the
out-of-sample error in a multi-task regression model where each response y; is vector-valued.
Closely related to GCV, Rad and Maleki (2020) introduced the Approximate Leave-One Out
(ALO) estimator for the out-of-sample error of regularized M-estimators and showed the consist-
ency of ALO under smoothness assumptions on the data-fitting loss and the regularizer. Xu et al.
(2021) used Approximate Message Passing to develop risk estimates for estimators constructed
with separable loss and separable regularizer and showed that these estimates, including ALO,
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enjoy finite error bounds. ALO has been extended to non-differentiable regularizers (Rad &
Maleki, 2020, Section 2.2) as well as non-differentiable losses and non-differentiable regularizers
(Wang et al., 2018). Its theoretical accuracy has recently been demonstrated for LASSO and elastic
net (Auddy et al., 2024).

1.2.3 Ensemble risk characterization

Ensemble methods combine weak predictors to produce strong predictors and are a common
part of the statistical machine learning toolkit (Hastie et al., 2009). Several variants exist such
as bagging (Breiman, 1996; Bithlmann & Yu, 2002), random forests (Breiman, 2001), stacking
(Wolpert, 1992), among others. These methods are widely used because of their ability to im-
prove prediction accuracy and robustness. The risk behaviour of ensemble methods has been a
topic of recent interest. Patil et al. (2023) provide a strategy for analysing the risk of an ensem-
ble of general predictors and present exact risk asymptotics for an ensemble of ridge predictors.
Other related works on ensemble risk analysis include LeJeune et al. (2020), Loureiro et al.
(2022), and Adlam and Pennington (2020b), among others, which provide insights into the
fluctuations in risk of ensemble methods, demonstrating that the risk can be significantly re-
duced by properly choosing the ensemble size. They also highlight the importance of the correl-
ation structure among the predictors in determining the risk of the ensemble. Recently, Du et al.
(2023) show that the naive extension of the GCV estimator for the ridge ensemble is generally
inconsistent for a finite ensemble size M > 1, but it becomes consistent again when M ap-
proaches infinity. The follow-up work of Patil and Du (2023) provides certain structural and
risk equivalences between subsampling and ridge regularization. This work identifies an infla-
tion factor of A/M, for some finite bias term 4 (independent of M), between the risk of the ensemble
at a given regularization level and full ridge at a larger ‘induced’ regularization level. This inflation
vanishes as M — oo. Even though GCV is consistent for ridge regression (M =1) or the
infinite-ensemble ridge (M = o), these two works suggest that the naive extension of GCV for
finite-ensemble ridge may be inconsistent for 1 < M < co.

1.2.4 Comparison with sample splitting and out-of-bag risk estimation

In the context of ensemble learning, other types of cross-validation methods include the sample-split
CV and out-of-bag CV, which utilize test samples to estimate the out-of-sample risk. The sample-split
CV is the most common strategy for risk estimation (Patil et al., 2023). However, this approach
presents several drawbacks. The estimator can suffer from finite-sample efficiency due to the in-
herent sample splitting: V-fold CV estimates the risk of an estimator trained on (V — 1)n obser-
vations only instead of the risk of the estimator trained on the full dataset of size n. Figure 1 of
Rad and Maleki (2020) provides a clear illustration of this drawback. Furthermore, the accuracy
of the estimator can suffer when dealing with large subsample sizes. On the other hand, Lopes
(2019), Lopes et al. (2020), and Du et al. (2024) use out-of-bag risk estimates to extrapolate
the risk estimation. Their estimators provide a more efficient risk estimator without sample split-
ting but do not perform well with large subsample sizes, as the out-of-bag sample size becomes
small. In light of the aforementioned limitations of existing methods, our aim is to develop a risk
estimator that fulfils certain desiderata. Firstly, we would like an estimator that does not require
sample splitting. This would address the issue of finite-sample efficiency faced by split cross-
validation. Secondly, we aim to extend the applicability of GCV to accommodate any ensemble
size. This would overcome the limitation of GCV being inconsistent for finite ensembles, as iden-
tified in Du et al. (2023). In this paper, we present two intermediate risk estimators that fulfil
both these desiderata, which ultimately lead to our final CGCV.

1.3 Organization

The rest of the paper is organized as follows. In Section 2, we set our notation and define the en-
semble estimators and their prediction risks. In Section 3, we define our risk estimators and pro-
vide a qualitative comparison to other related risk estimators. In Section 4, we provide a
finite-sample analysis under stronger assumptions on the feature and response distributions. In
Section 5, we show that the risk estimators are consistent under mild assumptions on the feature
and response distributions for ridge ensembles. Section 6 concludes the paper and offers several
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follow-up directions. Proofs of all the theoretical results are included in the supplement, which also
contains a summary of the notational conventions used throughout the paper. The source code for
generating all the experimental figures in this paper can be accessed at: [code repository].

2 Background

Consider the standard supervised regression setting where we observe 7 i.i.d. samples {(x;, y;):i €
[#]} in R? x R, where [#] stands for the index set {1, 2, ..., n}. Let X € R™® denote the feature
matrix whose ith row contains x] and y € R” denote the response vector whose ith entry is y;.

2.1 Ensemble estimator and prediction risk

For eachm € [M], let I,, be a non-empty subset of [#]. Let (X,,, y; ) denote the corresponding ran-
dom design matrix and response vector associated with the subsampled dataset {(x;, y;):7 € L,,,}.
For each of the subsampled datasets (X,,, y; ) for m € [M], we consider a penalized least-squares
estimator:

7 1 T1)\2 1 2
€ argmin —— i —%; b)” + g,,(b) = argmin——||L;, (y — Xb)||5 + gn(b 2
B € argm ZIImI,-EZI”,(y )"+ gnlb) = argmin s Ly, (v = XD + gn(b)  (2)

where g,,, : R — R is a prespecified convex penalty and L;,, is the diagonal projection matrix with en-
tries (Ly,,); = I{i € L,}. Following Stein (1981), we define the degrees of freedom of the estimatorﬁm as:

df,, = tr [(9/0y)XB,,]. (3)

For the estimator defined in (2) using the full data (x;, ¥:),c(,; With particular choices of the penalty

function g, the quantity df has explicit expressions; see, for example, Zou and Hastie (2007),
Tibshirani and Taylor (2012), Dossal et al. (2013), Vaiter et al. (2017), and Bellec and Shen (2022)
among others. Table 1 presents the explicit known formulae for the lasso, ridge, and elastic net.

The ensemble estimator constructed using (2) from the subsample datasets {(X1,,, ¥; )}uepm 1S

defined as:

~ 13
ﬂM<{Im}%=1>==M;ﬂm. (4)

Though it is possible to extend the analysis by using unequal weights for the ensemble estimator
(4), we focus on the equal-weighted ensemble estimator for simplicity; see Remark 4 for more
discussion. For brevity, we will omit the dependency on {I,,,},,,c( for the ensemble estimator

and simply write ﬁM when it is clear from the context. By the linearity property of the trace oper-
ator, the degrees of freedom of the ensemble estimator can be easily shown to be the average of the
individual degrees of freedom:

Table 1. Explicit formulae for the degrees of freedom in (3) of the estimator (2) for commonly used penalty functions

Estimator ﬁm Regularizer g,,(b) Degrees of freedom a\fm
Lasso Alblly |§|

Ridge 411613 tr X, (X] Xy, + LA X] |
Elastic net 2101blly + %1513 tr [X»S{XEX?+ |Im|121)’1XSI]

Note. Here S = {ielp]: eTﬁm # 0} is the set of active variables, X~is the submatrix of X;, made of columns indexed in S.
See Zou and Hastie (2005), Tibshirani and Taylor (2012), Dossil et al. (2013), and Bellec and Zhang (2021) among
others.
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~ 1M -
mM=M2;m% (5)
We assess the performance of the M-ensemble predictor ﬁM via conditional squared prediction risk:

Ryt = By [ (0 = 50 Ba0)? | (%, 90, Uiy ), (6)

where (x, yo) is an independent test point sampled from the same distribution as the training data-
set (X, y). Note that the conditional risk Ry, is a scalar random variable that depends on both the
dataset (X, y) and the random samples {I,,, : 2 € [M]}. Our goal is to construct estimators for Ry
that work for all choices of ensemble sizes M.

2.2 GCV for ensemble estimator

Before we delve into our proposed estimators, let us first consider the ordinary GCV estimator.
Suppose that we have a linear predictor f(x) =x" g, where g is obtained through (2) based on
the dataset (X, y). With the notation df in (1), the ordinary GCV estimator for the prediction
risk of this estimate f is defined as:

o =X .
(1 - df/n)?

The numerator of the GCV estimator, representing the average training error, usually underesti-
mates the true prediction risk. The denominator of the GCV estimator, smaller than one, is de-
signed to correct this underestimation. On the other hand, the denominator of the GCV
estimator accounts for this training ‘optimism’. Note that this definition of the degree-of-freedom
adjusted estimator coincides with the classic definition of GCV for linear smoother (Craven &
Wahba, 1979; Golub et al., 1979), where the trace of the smoothing matrix represents the degrees
of freedom of the linear predictor. Existing literature provides a rich theoretical background for
the consistency and efficiency of the ordinary GCV estimator. For instance, its behaviours have
been analysed by Bayati and Montanari (2011), Bayati et al. (2013), Miolane and Montanari
(2021), and Celentano et al. (2023) for the lasso and in Section 3 of Bellec (2023) for penalized
M-estimator. For ridge regression, Patil et al. (2021) show that uniform consistency of the ordin-
ary GCV even in the overparameterized regimes when the feature size p is larger than the sample
size 1. Beyond ridge regression, the consistency of the estimator (8) is shown to be consistent for
other convex penalized estimators under suitable design conditions, see for example, Bayati and
Montanari (2011), Bayati et al. (2013), and Bellec (2023).

Two natural extensions of GCV for bagging can be considered. For the first extension ((8)), the sub-
samples Iy, ..., Iy are sampled without looking at the data, and subsequently only the training data
(i, Vi)ier, ., 1 used for training, where Iy, = U_, I,,,. Then, since the training data is (x;, yi)icj, ,,» @
natural extension of the ordinary GCV for the ensemble estimator (4) is the following estimator:

ILs,.,, (y :Xﬁmuﬁ/ul:m
(1 —dfy/I111.ml)*

(8)

where L; is a diagonal matrix whose ith diagonal entry is one if i € I and zero otherwise. In the spe-
cial case when the ensemble size is M = 1 or the subsample size is k = n, the definition reduces to the
ordinary GCV (7), for which consistency has been established under various settings. For ensemble
size M > 1, there is less understanding of the behaviours of this estimator for general predictors.
However, it is shown to be inconsistent when the ensemble size is M =2 for ridge predictors
(Du et al., 2023). The inconsistency in large part happens because, for a finite ensemble size
M, the residuals computed using the bagged predictor contain non-negligible fractions of
out-of-sample and in-sample, and all of them are treated equally.
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For the second extension, we consider that all data (x;, y:),c,, is used even if some i € [#] does
not belong to any of the subsamples Iy, ..., Ip. This leads to the ensemble GCV:

~gev _ Iy = XBy)I3/n
M (1 = difyn)? ®)

As M — oo with uniformly sampled I, ..., Iy, the union I, closely approaches the full set [#]
and the difference between (8) and (9) vanishes. Both (8) and (9) are consistent as M tends to in-
finity for ridge predictors (Du et al., 2023); namely, ﬁ*gg" . Re. For finite ensemble sizes, however,
(9) is generally preferred over (8) because one may gain efficiency from more observations (except
when considering ensemble sizes that are neither extremely large nor when considering no ensem-
ble). As we will show in Theorem 3, the ensemble GCV estimator, as defined in (9), is generally
inconsistent for finite ensemble sizes. The primary goal of this paper is to fully understand this phe-
nomenon, correct the inconsistency of GCV estimate (9), and develop a risk estimator that is con-
sistent for all ensemble sizes M.

3 Proposed GCV correction

In this section, we aim to address the limitations of the naive GCV estimators (8) and (9), which, as
we demonstrate, fail to produce consistent estimates for the true prediction risk (6) under finite
ensemble sizes M > 1. By introducing term-by-term adjustments for each term of the decompos-
ition (10), we derive corrected and consistent risk estimators that hold for any ensemble size M.

3.1 Intermediate risk estimators

We begin by considering the decomposition of (6) into its constituent components. The motivation
behind our proposed risk estimators stems from this decomposition. It is easy to see that the risk of
the M-ensemble estimator can be decomposed as follows:

B 2 Ean[ 0 = ¥TB00 = 5B | X3, (s 1]

mle[M]

B Z — Bo) (B, — By) + .

mle[M] Ry

Here, g, := [E[xoxg]_1 E[x0yo] denotes the coefficient vector of linear projection of yy onto xg, and
% :=FE[(yo — x(T)ﬂO)z] denotes the energy in the residual component in the response. As indicated in

(10), we will denote the component in the risk decomposition corresponding to ﬁm and E by Ryne.
The fundamental idea behind our risk estimators is to estimate each component R,, ¢ individually.
The final risk estimator is then the sum of these estimated risk components.

We propose an adjustment for each term R,,, in the risk decomposition, which leads to a
J/n-consistent estimator. This adjustment is a key component of our proposed risk estimators
and contributes to their improved performance over the ordinary GCV estimator. Before we pre-
sent the CGCV estimators, we first introduce two intermediate estimators that give rise to our final
correction.

3.1.1 Estimator using overlapping observations

Our first estimator is defined as analogous to Ry, with each of R, ¢ replaced by its estimate R},
defined as follows:

ovlp

Ole Z Rovlp ovlp (y[mnlg _leﬁlaﬂm)-r(ylmnl( _leﬂlt,ﬂl)/”m N 15' )

myl > mf_

= = (11)
M2 (1 —dfy/ILa)(1 —dfe/I1e])
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Here, the superscript ‘ovlp’ is used because the numerator of 'Iizivip uses only the overlapping ob-
servations of subsets I,,, and I, when computing the residuals. In contrast, our next estimator will
use all the available observations when computing similar residuals.

The intuition behind the ovlp-estimator (11) is that the summand in (11) is consistent for the
corresponding summand in (10). This result is already known for 7 = £ under suitable conditions;
see, for example, Bellec (2023) and references therein. In the present paper, we extend this consist-
ency result from 72 = £ to any pair of (1, £),, sc(um)> see Theorem 1 for a formal statement.

Remark 1  (Special cases of the ovlp-estimator). We consider two special cases under
equal subsample sizes with |I,,| = k for all m € [M]: (a) When k = n, the esti-
mator in (11) matches with the ordmary GCV est1mator (7), which is consist-
ent. (b) When M = 1, notice that ROV P is equal to the GCV in (8) restricted to k
subsampled observatlons Thus, (11) is consistent for M = 1.

It is worth noting that the definition of the ovlp-estimator implicitly requires |I,,, N I;| > 0, which
necessitates a large enough subsample size k to guarantee the overlapping sets I, N I, are not
empty. Furthermore, when the regularization is near zero (e.g. in ridgeless estimators), the
term 1 —df,,/|I,,| in the denominator can approach zero, further degrading the estimator’s per-
formance. To address these shortcomings, it is beneficial to use data from both I,,, and I, as
well as other observations, to estimate the individual terms in the decomposition (10). This moti-
vates us to construct the next estimator.

3.1.2 Estimator using all observations

We propose the following estimator, which estimates each of R,,; using all the data (X, y). The
expression is given as follows:

m, 0> me

Rl = L Z RAlRRN - X/”mA)T (y = XB,)/n (12
= 1 —df,/n—dfy/n+ (df,dfe /Ll L)) - L, 0 Lel/n
In contrast to the ‘ovlp’ estimator in (11), we use superscript “full’ in (12), which refers to the risk
estimator that uses all the available observations (y and X are used in the numerator to compute re-
siduals). Because the two intermediate estimators use different proportions of the samples to quantify
the optimism, they requ1re different degrees of freedom adjustments presented in the denominators.
Compared to ROV P_the full-estimator offers several advantages. Firstly, it utilizes all available data,
which is beneﬁc1al especially when the subsample sizes |1,,,| and |I,| are small, or the union of subsets
is limited. Secondly, its denominator is lower bounded by a positive constant, ensuring numerical sta-
bility, especially for base estimators with regularization close to zero. It is worth noting that hybrid
estimators can be constructed that utilize data points in a range between the extreme cases of the inter-
section and the full set of observations. We will not focus on such hybrid strategies in this paper.

Remark 2 (Special cases of the full-estimator). As with Remark 1, we consider two spe-
cial cases: (a) When k = i1, observe from (13) that (12) matches with (9), which
is consistent, as argued previously. (b) When M = 1, the full-estimator in (12),

reduces to:
Rfull _ (y—i(ﬁﬂT(y:X%)/n (13)
YT 2 2dh /a4 (062 (kn)
_ = XB) Lily = XB,)/n +(y = XP1) Licly = XB1)/n (14)

1 —2df1 /n + (df1)?/(kn)

where Lic =1, — Ly and L, = Ly, for brevity. To see that (13) is consistent for
any subsample size k, from the consistency of ordinary GCV for a single base
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predictor and no bagging, with observations (x;, y;);c;, and sample size k = |I1 |,
from Section 3 of Bellec (2023), we have

(y = XB) Lily = Xp))/k »
(1 —dfi /k)*R,

1, (15)

where Ry is the risk of ﬁl. Moreover, by the law of large numbers as
(n—k) > oo,

(y— XB,) Li-(y — XB;) »
R, (7= k) — 1. (16)

Writing (15) and (16) as 1 + op(1) and substituting into (14), we get that

R [1+o0p(1)] - (1 —dh/k) - (k/m) +[1 +0p(1)] - (n=k)/n o
Ry 1_25]‘1/71+(Jf1)2/(k71) .

3.2 CGCV for ensembles

Though the two intermediate estimators are consistent, the nature of the term-by-term correction
requires enumeration over all pairs of m, ¢ € [M]. This quadratic complexity in M prevents them
from being computationally tractable and practical for large M. To mitigate the computational
drawbacks of the intermediate estimators, we further propose a CGCV estimator as below.

Definition 1  (CGCV for ensemble estimator). The CGCV estimator for ensemble size M
is defined as:

ﬁ;/gfcv,ovlp — ”y - X\,ﬁM”%/zn _l { (df]\i{/n)z zl (L _ 1)§;)r:l'5] )
(1—diy/n)? M ((1=diy/n)> M, G5y \nl

E%;V correction

(17)
We will also consider the alternative expression:
Fesenstut _ 1y =XBylla/n_ 1| (dfw/m? 1 (L _ 1)Afuu
M (1= dfy/n)> M| (1 = diy/n) M, S5y \ILnl |
—_———

Eﬁf‘v correction

(18)

full

where the only difference is the use of Rt!) 'instead of R9''P in the rightmost

sum in (18).

The evaluation of (18) (and (17)) only requires computing three components: (1) the full train-
ing of the ensemble estimator; (2) the average dfy; defined in (5); and (3) the correction term that is
built on the intermediate estimators. More importantly, this proposed estimator can be evaluated
only in linear time with respect to M. See Figure 2 for an illustration of computing (18).

__ The correction term in (18) is derived from the insights gained through the intermediate estimators
R?\,}'lp and Rf!. Tt allows us to alleviate the computational challenges posed by the pairwise enumeration
in the intermediate estimators, leading to an estimator that retains the advantages of both while being
more computationally tractable. While the correction is defined with respect to GCV in (9), one can also
derive another correction with respect to (8). We prefer to present the correction with respect to (9)
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because it leads to a slightly simpler expression and because, in this case, the correction is always posi-
tive. Our theoretical results in the next section show the CGCV estimator (18) is consistent (Theorem 2),
and the naive extension of GCV in (9) over-estimates the risk with positive probability (Theorem 3).

Remark 3 (Special cases of CGCV). As with Remarks 1 and 2, we consider two special
cases: (a) When k =7, observe that the correction term is zero and the first

~ . . . ~cocyfull - .
term R$™ is consistent as argued previously; thus, R is consistent.

(b) When M = 1, it is also not hard to see that Rigcv’fun is consistent. As argued
in Section 3.1, both R‘fvllp and R™! are consistent. Now writing (15) and (16) as

1+ 0s(1),
Reee fully _[1+0p(1)](1 — dfi /k)2k/n + [1 + 0p(1)](n = k) /n
Ry (1 —dfy /n)?
_ [+ op()dh/m)’(n—k)/k o
(1 —dfi/n)? '

Here, the last equality follows because

k ~ 5, n—k n-k
1—dfy/k) T

k _n-k
n

k
=1 —2df /n+df /n? = (1 — dfy /n)2.

(dfy /n)? =1 = 2df /n + 0 / (k) (dfy /n)*

Remark 4 (Unequal weighted ensemble). When defining the ensemble estimator in (4)
with unequal weights, one can derive a similar CGCV estimator. This requires
modifying the risk expansion in (10) and using the intermediate estimators pre-
sented in Section 3.1. For simplicity, we present and analyse the CGCV with
equal weights. Because the individual estimators are i.i.d. conditioned on
data, among all choices of deterministic weights that sum to 1, the optimal
combination of weights is simply 1/M for the lowest expected risk.

One way to see this is to note that, since the penalties g1, ..., gm are the

same, the component estimators 78}, ceey ﬁM are exchangeable. Because of ex-
changeability, for weights (w1, ..., w), the expected risk is a convex polyno-
mial of degree 2 that is invariant by permutation of the M inputs. By
symmetry, a minimum is achieved at equal weights w =--- =wy. Indeed,
if a minimum is achieved at wf, ..., w}, it is also achieved at the average
over all permutations ﬁzn(w;(l), -+s W) by Jensen’s inequality, and
this average is proportional to (1, 1, ..., 1). More broadly, this is a conse-
quence of the Purkiss Principle (Waterhouse, 1983). Thus, if we further re-
strict the weights to sum to 1, the optimal choice for each weight is 1/M.

Our goal in the rest of the paper is to establish consistency properties of the CGCV for any M
and to provide convergence rates under various assumptions on the data and component estima-
tors. We will provide a non-asymptotic analysis in Section 4 and an asymptotic analysis in Section
5. In both sections, we assume the following sampling scheme.

Assumption A (Sampling strategy). The subsample sets {I,,})_, are independent of (X, )
and i.i.d., uniformly distributed over subsets of [#] with cardinality k.

Before we dive into our analysis, it is worth reiterating that the intermediate estimators (11) and (12)
are defined for ensembles fitted on subsamples Dy, for m € [M] of arbitrary sizes and component es-
timators fitted on different penalty functions g, for m € [M]. While our proofs are simplified by as-
suming equal subsample sizes, this condition can be relaxed for certain theoretical claims to follow in
Section 4.1. The formulation of the modified GCV, on the other hand, assumes that the same penalty
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function is used for estimators across subsamples and that subsample sizes do not vary much to en-
sure the validity of certain degrees of freedom concentrations, as we will explain in Section 4.2.

4 Non-asymptotic analysis for general ensembles

In this section, we provide a non-asymptotic analysis of the estimators introduced in the previous
section. Our analysis is applicable to general convex penalized estimators such as ridge regression
and elastic net, among others.

To facilitate our analysis, we will need to impose certain assumptions on the data generation
process. Specifically, we will assume Gaussian features and linear models as encapsulated in the
assumptions below. These assumptions serve as a starting point but are not indispensable for
more specialized estimators, as we discuss in Section 5.

Assumption B (Feature structure). The design matrix X € R™®" has i.i.d. rows x; for i €
[#] each drawn from a Gaussian distribution: x; ~ A/(0, X).

Assumption C  (Response structure). The response vector y has i.i.d. entries y; for i € [n]
each drawn from a linear model with Gaussian noise: y; = x] § + &, where
& ~ N (0, 62) is independent of x;.

Although these assumptions may appear restrictive, they serve to simplify our analysis and en-
able us to derive the estimate of risk as well as prove explicit non-asymptotic bounds. These as-
sumptions can be substantially relaxed for specialized base estimators. In Section 5, we will
demonstrate that we can significantly relax these assumptions by focusing on a specific base esti-
mator of ridge(less) regression.

Assumption D (Penalty structure). The penalty function g,,, : R” — R in (2) is p-strongly
convex with respect to ¥ for u>0, i.e. the function b~ g, (b)—
(u/2)b"Eb is convex in b € RP.

If g, is twice continuously differentiable, Assumption D is equivalent to infycp V2g(b) = uX,
where V2g,,(b) € R?* is the Hessian matrix. For instance, if g,,(b) = b' £,,b/2 (generalized ridge
penalty) with a positive definite matrix X,, € R”** | Assumption D holds with zt = 610 (Z,,)/0max (Z).
In particular, 4 = 1/0max(E) when g,,(b) = 1||b||3 /2. Note that the strong convexity penalty guaran-
tees a certain differentiable structure of the penalized least-squares estimator (2) with respect to
(X, y) (see, for example, Theorem 1 of Bellec and Shen (2022) and Section A.1 of the online
supplementary material), which helps us in the proof to bound certain quantities in terms of
u. This strong convexity assumption can be relaxed in certain cases, including the lasso
gm(b) =||bll4, as studied in Celentano et al. (2023) and Bellec (2023); however, the proof argu-
ment will be largely different from the proof used in the current paper. Finally, note that in the
case of p/n < 1, if the smallest eigenvalue of X is uniformly lower bounded by a constant away
from 0, then the strongly convex assumption is not needed; we only need the penalty to be convex.
For an explicit statement and proof of this fact in the context of Theorem 1, see Section A.7 of the
online supplementary material.

4.1 Guarantees for intermediate risk estimators

Our first result provides a non-asymptotic guarantee on the intermediate estimators. Recall the nota-
tion in (10): the estimation target is Ry = M2 > e Rine, where R, = (ﬁm —ﬂO)TZ(E —By) + 2.
For notational convenience, we introduce the following notation for each m, ¢ € [M],

df df, ~  ~  df,df
EP = LnL(1-22)1-25), a0 = n—df, —df,+ "I, n I, 19
me = QL L= A e (AT 1)
which are the denominators in the definitions of ﬁfll}) and ﬁf};lz in (11) and (12). Now, we are ready

to provide the theoretical results of R:Jl(p and R} in Theorem 1.
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Theorem 1  (Finite-sample bounds for intermediate estimators). Suppose Assumptions
A-D hold. Let ¢ = k/n, y = max (1, p/n), and = min (1, x). Then there exists
an absolute constant C > 0 such that the following holds:

ovlp Hovlp 772 full  Pfull 5/2
dm,l Rm,l - Rm’e Y / M Rm,l - Rms( 4 /

: <C N 2 A [Py B iy
n vV Rm,mRZ,( Tzcg\/ﬁ n v/ Rm,mR(’g TZCZ\/E

Furthermore, if the same penalty g, is used for subsample estimate (2) across all m € [M], for any
€ € (0, 1), we have

(20)

Sovl >
ROVP M3V11/2 Rfull M3V9/2

P(|1-=24— <C———, 1M <C—— . 21
I R Rul” €)= Ciaym 21)

Thus, if (M, u~', p/n, n/k) are bounded from above by a constant independent of 7, we have
R /Ru=1+0p(n™'?), RUl/Ry=1+0p(n '),

Theorem 1 shows the rate of convergence for both the ovlp- and full-estimator are z~/2. Fixing other
problem parameters (z, ¢, y, M), this bound in 72~1/2 is tight up to constants; e.g. see argument around

equation (2.6) of Bellec (2023) in the case of M = 1 and the Ordinary Least-Squares. It is worth noting

that the upper bounds regarding ﬁg}lp and ﬁi‘,}“ in (20) and (21) are slightly different, especially in the

dependence of the ratio ¢ = k/n and y; the upper bounds of the full-estimator are tighter than the
ovlp-estimator in terms of its dependencies on ¢ and y. While these upper bounds may not be optimal
in the dependence on c and y, we empirically observe that the relative error of the full-estimator is small-
er than the ovlp-estimator, especially when ¢ is small—see Figure 3. We do not claim that the depend-
ence on the parameter M is tight; rather, it appears to be an artefact of our proof technique. Specifically,
while the current bound suggests that M < #'/¢ is needed for the bound to approach zero, this condi-
tion is not necessary in practice. Empirical results in Section C.6 of the online supplementary material
indicate that the proposed estimators perform well for all values of M.

Note that the guarantees in Theorem 1 are in a multiplicative form. This is preferable to the more
common additive bounds because, in the regimes we study, the risk Ry may have varied scales with
different subsample sizes; for example, when the subsample size is near the feature size and the
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Figure 3. Full-estimator NE’}\j” performs better than ovlp-estimator ﬁi}'p across different regularization and for small

subsample size k. Plots of relative errors of the ‘ovip” and ‘full’ estimators for ridge ensemble with ensemble size
M =10. The left panel shows the results with ridge penalty A= 1 and varying subsample size k. The right panel
shows the results with subsample size k = 300 and varying ridge penalty 4. The data-generating process is the same
as in Figure 1. More details on the experimental setup can be found in Section 4.4.
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regularization parameter is small, in which cases the risk can be high (Patil et al., 2023). It is also
worth noting that we do not assume either the pure signal energy (i.e. [|f,]13) or the effective signal
energy (i.e. |Z1/28,]13) is bounded. This is possible because of the multiplicative bounds.

Remark 5 (Diminishing strong convexity parameter). The upper bounds in (20) and (21)
give explicit dependence on the strong convexity parameter x of Assumption D
through 7 =min (1, u). Our results thus allow to choose i decreasing in 7, for
instance, u = n~'/87¢ is sufficient to ensure that the upper bounds of (20) and
(21) go to 0 as # — oo while M, ¢!, y are bounded by constants.

Remark 6  (Extensions beyond strongly convex regularizers). Without any strong convex-
ity assumption on the penalty (i.e. u = 0), results such as Theorem 4 for M = 1 can-
not be established using known techniques even for the well-studied lasso, unless
additional assumptions are made on the subsample size. In particular, Proposition
4 of Celentano et al. (2023) shows that in the current proportional asymptotic re-
gime with # < p, the risk of a single lasso may be unbounded if the number of sam-
ples used to train the lasso falls below the Donoho-Tanner phase transition
described in Section 3 of Celentano et al. (2023). While the consistency of GCV
for a single lasso is a consequence of this theory above this phase transition
(Celentano et al., 2023, Theorem 9), below the phase transition both =128 —
Bo)llo and 1/(1 — df/n) are unbounded for certain . Furthermore, the constants
appearing in the upper bounds in Celentano et al. (2023) explode as the sample size
approaches the phase transition. We are not aware of any currently known tech-
niques suitable for studying GCV below this phase transition, and we believe
new ideas are needed. Thus, in the present context, where we subsample I,,, of
size k = |1,,,|, small values of & would eventually fall below the phase transition,
in which case the theoretical analysis of bagging GCV is currently out of reach.

We numerically compare the performance of the ovlp- and full-estimators for the ridge ensemble in
Figure 3. It is clear that the relative error of the full-estimator is smaller than the ovlp-estimator across
different subsample size k and tuning parameter 1, especially when k is small and the tuning parameter 1
is small. We also observe that, as k increases towards the full sample size n, the performance of
ovlp-estimator and full-estimator are getting closer; this makes sense because the expressions of
ovlp-estimator and full-estimator will be the same when k = 7. For comparison between the ovlp-
and full-estimators in the context of the elastic net ensemble and the lasso ensemble, we observe a simi-
lar comparative trend, and the results are shown in Section C.1 of the online supplementary material.

4.2 Guarantees for CGCV

The next result provides non-asymptotic guarantees for CGCV. Recall the form of the two var-
iants of CGCV, R;ﬁcv’fu“ and R;%CV’OVIP from (18) and (17), respectively:

M mym?>

cgev. _XE ”2/” (an/n)z 1 n M Y
Rg,#:=||y ~M2 _ M ] R*
(1 —dfu/n)? (1 —dfy/n)> M? (k ) ,;

where # € {full, ovlp}, depending on which estimate is used in the rightmost sum to estimate R, .

Theorem 2  (Finite-sample bounds for CGCV). Suppose Assumptions A-D hold. Let
c=k/n, y=max (1, p/n), and r=min (1, x). Assume that the same penalty
gm 1s used for each m € [M] in (2). Then, for any € € (0, 1), there exists an
absolute constant C > 0 such that the following holds:

4,15/2
P( >e)5cMV [P’(

3 cgev,ovlp
1M
Rm

3 cgev,full
1-=M <C——F—.
M etbctn

(22)

etécn’

MAy13/2
>€
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Thus, if (M, u~, p/n, n/k) are bounded by constants independent of #,
we have

REP /Ry =1+ 0p(n™?),  RE™/Ry=1+Op(n'1?).

The upper bounds presented in Theorem 2 provide dependence of the accuracy of CGCV on
several problem parameters, such as M, t, ¢, and y. The key message of Theorem 2 is that the

CGCV estimators (both RE" and ﬁ;,gfcv’fu“) enjoy the rate of convergence n'/2. As expected,
numerical comparisons show that full-CGCV outperforms ovlp-CGCV, see Figures 11-13 in
the online supplementary material.

Remark 7

Theorem 3

(GCV is consistent for infinite ensembles). Note that for M — oo, it is easy to
show that the correction term becomes 0 if 1 — dfy;/n# > 6 for some positive
constant 6 and M~' "M R¥ is bounded from above. A special case of

m,m
this result for ridge ensemble is proved in Du et al. (2023). While this litera-
ture showed that GCV is not consistent for ridge ensemble with M =2, our
results imply more than inconsistency by providing the correction term to
make GCV consistent, and our results are applicable not only to ensemble
ridge estimates but also to ensembles of any strongly-convex regularized
least-squares, including elastic net estimates. In the next theorem, we show
that GCV is inconsistent by providing a lower bound of the relative error
of the GCV estimator.

(Inconsistency of GCV for finite ensembles). Suppose Assumptions A-D
hold, and assume that the same penalty g,, is used for each m € [M] in (2).
Let ¢ =k/n, y=max (1, p/n), r=min (1, u). Then, there exists an absolute
constant C> 0 such that the following holds: The probability that R%;" in
(9) over-estimates the risk Ry is lower bounded as:

for all 5 € (0, 1), P<RM21+526(1 c>)>p(dw25)

Ry 2M - k
My15/2

L My

S (1 —¢)o
Therefore, if there exists a positive constant Jy independent of # such that
P(dfy/k > d9) > 6o, and {M, =%, p/n, ¢, (1 — ¢)~!} are bounded by a con-
stant independent of 7, R§;" is inconsistent and over-estimates the risk Ry
with positive probability, in the sense that

REY Se(l—

In the context of ridge ensembles, Du et al. (2023) show that the GCV variant (8) is not con-
sistent when ensemble size is M = 2. It is possible to extend the inconsistency results for the vari-
ant (8) for finite ensemble sizes greater than 1. We provide numerical experiments showing the
inconsistency of this variant in Section C.7 of the online supplementary material. As discussed
in Section 2.2, for a moderate ensemble size M and subsample size k, we expect the GCV variant
(8) to behave similarly to (9). Furthermore, the inconsistency of GCV implied by Theorem 3
applies even for other penalized least-squares estimator (2), extending the previous result to

more generality.
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Remark 8 (On the assumption of non-negligibility of degrees of freedom). We argue here

that assumption P(dfy/k > ) > g in Theorem 3 is unavoidable. If no such con-
stant dy exists as 7, p, R — o0, by extracting a subsequence if necessary, we may

assume dfy /k P 0.Herein, let m € [M] be fixed (e.g. take 7 = 1 throughout this
remark). Then the positiveness of (df )M_, (see equation (30) of Lemma 7 in
the online supplementary material) implies am/k <M. (%M/k =0,(1). The
fact that GCV is consistent for /ﬂ\m, combined with df m/k P 0, gives
k1 Zielm (yi — x, ,Bm) /Romm P, 1. Now consider the deterministic B defined

as f# = argming g (0> + ||E]/2(ﬂ0 —b)13)/2 + gu(b), where we replaced the ob-
jective function in (2) inside the minimum by its expectation. The strong convex-

ity of the objective function of ff and the optimality condition of ’/)7,,, give

]I B =BG < [IZ2 B, = B0l + 02| = [IZ2(B - o)1} + 0]
+2(gm(B,) — gm(B)), 0 < —ILy,,(y — XB,,)13/k
+ L1, (y = XB)3/k + 2(gm(B) — gm(B,)-

Summing these two inequalities, the penalty terms cancel out, and using the
law of large numbers for |L,.(y—Xp)l|3/k, we get ||Zl/2(ﬁm -p)3 <
OP(l)[UZHZl/Z(ﬁm = B3 + V(B - By)I3] so that ”21/2(@” -3/ +
1=12(p —ﬂo)ll%]—p>0. This means according to the norm ||Z‘.1/2(-)||2,ﬁm behaves
like the point mass § up to a negligible multiplicative factor. This contradicts the
typical asymptotics seen in the proportional regime with p <7 (Bayati &
Montanari, 2011; Celentano et al., 2023; Loureiro et al., 2022; Miolane &
Montanari, 2021; Thrampoulidis et al., 2018; Wang et al., 2020, among

others), so that the assumption P(&M/k > dp) > dp is intrinsic to the propor-
tional regime assumed throughout the paper.

4.3 Proof outlines

In this section, we provide the proof outlines and the ideas that lead to the definition of the ovlp and
full estimators. Then we provide a heuristic derivation of the CGCV estimator from the full estimator.

By the risk decomposition (10), it is sufficient to study a single term in the double sum over (M)
and to focus on two estimators § and ﬁ', trained, respectively, on subsampled datasets (x;, y;);c; and
(i, y’)ie7 for two subsets I C [#] and I C [#] mdependent of (X, y), that is,

ﬁ::argminl (yi—x[B)*+g(B), and f:=argmin Z ~x )’ +Z(P).
peR? k iel BeR? iel

To study the success or failure of GCV in (7) or (8), it is natural to study the inner products be-
tween the residuals of # and , of the form

Z(yi - x?ﬁ) (3’1’ - x,TN) (23)

icf

for some subset | C [n], as such inner products naturally appear by expanding the square in
the numerators of the GCV estimates in (7) or (8). There are several natural candidates for the
set | of observations to use in the inner product above, including | = [#] or J= U,uepmy L, o1, as

we study specific estimators trained over I and T, the intersection I N Tas well as I or T themselves.
The following proof sketch explains why the intermediate estimators (11)—(12) were defined in
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this manner, including the choice of set J in residual inner products of the form (23) and the various
degrees of freedom adjustments visible in the denominators of (11)—(12).

4.3.1 The ovlp estimator

Define V;; =1 — % as well as V,»,- =1- ax ﬂ for all i € [n]. The degrees of freedom for the individ-
ual estimators £ and f are given by df = |I| — Y e Viiand df= 1 - Z V,,, respectively. By var-

iants of Stein’s formula with respect to (X, €) formally stated in Lemmas 8 and 9 in the online
supplementary material, the inner product (23) is well approximated as follows,

Z()’i - xTﬁ) (yi - x,TE)

ic]

~ —(Najaf> - (i =TB) (3 - =TF) + (Z Vz-i) (2 + B 0=~ 5)).

I n
M iejnl i

(24)

The right-most term is the unknown quantity of interest, (6> + (ﬁ - ﬂo)TZ(ﬁ — By)), that appears in
the risk decomposition (10). This motivates rearranging (24) as

(Z Vii) ("2 +(B—Bo) (B —ﬁo))

i€]

~ (25)
~ X (=58) = 58) + () S or=78) o -19).

el ie/nl

Now, to simplify the second line in (25), we consider | C [#] such that J=] n 1 (e. g. J=In Tor

]=7), so that the second line simplifies to (%)Z,E]( - X ﬁ’)(y, - xTﬂ) Dividing both sides
1] —df

by (e Vi) then gives an estimator of the prediction risk. Specifically, we first consider

J=In 1If given (I N 11, I) the intersection T N I is uniformly distributed over subsets of I with

cardinality |I N I|, then Lemma 21 in the online supplementary material (on the concentration
of sampling without replacement) gives

Z i N |I| szt

i€l

1
In I|
1eInI

to approximate the factor in front of (6% + = ﬂO)TZ@ — Bo)). Combining these approximations
with J=1n1 yields

A T(1=di/n) (7 + B - p0)"=F - ) ~ ﬁwg(w —x1B) (v - =B,
InI

which gives rise to the definition of overlapping estimator (11). The superscript ‘ovlp’in (11) indicates
that only overlapping observations are used in the residual inner product. These successive approx-
imations motivate the definition of Rem, Rem,, Rem; in equation (32) online supplementary
material of the formal proof of Theorem 1 in the supplement for the ‘ovlp’ estimator.

4.3.2 The full estimator

When the subsample size is small, the choice of [ =1 nT may not be desirable because it only
uses residuals of the overlapping data, and | can be an empty set when [ and I are
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disjoint. Observations that are neither in I nor in 7, ie.ie[n]\ (I 07) would be particularity
useful since they produce exactly unbiased estimates, with E[(y; — x?ﬁ)()’i - x,-Tﬁ) | (:B: Pl=c*+

(Z’\ - ﬂO)TZ(E —py) forigIn T by independence. Ideally, in order to reduce variance, we would le-
verage a residual inner product over all [#] samples. This motivates us to consider the approximation

(24) with J = [n] and | =T. By choosing a specific weighted combination of these two approxima-

tions that make all residual inner product over I cancel out, we are left with an approximation be-
tween the residual inner product over [#] and the target of interest, namely,

> (o= <) (r-77) | -2 (z vﬂ) (z) |2+ a-nrsi-s)

i€[n] i€[n]

If I and T are two different independent subsets I,,,, [; (corresponding to an off-diagonal term
m < £ in (10)), then by the independence of Tand (V, Vii)ieln the concentration of sampling without

replacement in Lemma 21 in the online supplementary material further gives zz V,, ~

Iy 1V,,— 1—df/n so that the square bracket factor on the right-hand side sunphﬁes to
n(— df/n(l - df/n) +1- df/n) =n(l- df/n)(l df/n) This is only valid if I and T are
mdependent On the other hand, if I =1, (corresponding to a dlagonal term m = £ in (10)), then

Z V,l =1- df/ |I| and the square bracket above equals 7 — 2df + dfz/k This means that a
1]

dlfferent correction needs to be used for the diagonal and off-diagonal terms. These approximations
motivate the definition of the ‘full’ estimator in (12).

4.3.3 The CGCV estimator
Next, we provide some heuristics behind the derivation of the CGCV from the full estimator. The

key ingredients are the concentration of |I,,, N I,| and Eﬁ‘m below (formally stated in Lemma 22 and
Lemma 13 of the online supplementary material, respectively):

I, N 1| ~

for all m # ¢, f,, ~ J Z df for all m.

[ L] 11 ~
n me[M]

By those concentration properties, we observe that d!, the denominator in the full-estimator de-

m,d
fined in (19), has the following approximation depending on whether 7 = £ or not:
~ N2
full I=2—"+-~ o\ 2 oo\ 2
dm,e n n dfM n dfM
RN S =(1="2) g (= 1) ()
V=2=m )L ifm=¢

Combining the above display and ﬁf:;]}z ~ R, by (20), we have

ly — XBp 13 y=XB,) (y=XB) 1 ~dhi s
n MZZ mn MZZ Ru

dfM dfM 1 n
(1 —7> Ry + (7) W,;(W_ 1)Rm,m.

Dividing by (1 — CTfM/n)2 and plugging in '123;‘,5 or ﬁfm“lln to estimate R, ,, inside the rightmost sum,
we obtain the CGCV estimators given in Definition 1.
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4.4 Numerical illustrations

In this section, we corroborate our theoretical results with numerical experiments on synthetic
data, showing the validity of our proposed CGCV (RCA%CV’ﬁ’“ in (18)). The purpose is to empiric-
ally show our proposal, the corrected GCV estimator (shown as CGCV), accurately estimates
the true risk Ry (shown as Risk), while the ordinary GCV in (9) (shown as GCV) is a poor

estimator of the true risk Ry.

4.4.1 Linear models with Gaussian designs
We first describe the simulation setting. We set (7, p) = (2,000, 500) and consider different combi-
nations of (k, M) and tuning parameters (4, 11, 1) for the three penalty functions in Table 1. We con-
sider a linear model satisfying Assumptions B and C with noise variance o> = 1. To be specific, we
consider a non-isotropic covariance matrix X, whose diagonal entries are evenly spaced in
[0.1, 10] and other entries are 0. We generate the true regression coefficient f, as follows: generate
by € R? with its first p — 100 rows sampled from i.i.d. A'(0, 1), and set the remaining rows to 0. We
then scale by to obtain the coefficient g, by B, = bo(c>/ ngbo)l/ 2 so that the signal-to-noise ratio
BIEB, /0 is 1. For the ridge and lasso ensembles, the tuning parameter / of the corresponding penalty
in Table 1 is fixed across all the subsample estimates ﬁm For the elastic net ensemble, the tuning par-
ameter /; is fixed as 0.01 and the same sequence of 1 is used across all subsample estimates ﬁm For
each simulation setting, we perform 1,000 dataset repetitions and report the average of relevant risks.
We present the simulation results of the elastic net ensemble in Figures 4 and 5 and leave the
results of the ridge and lasso ensembles to Section C of the online supplementary material.

ElasticNet penalty A1 0.002 0.005 Type m— Risk ® CGCV v GCV
M=1 M=3 M=5

3.5

3.0
v 25
=]
2

2.0

250 500 750 1000 1250 1500 1750 250 500 750 1000 1250 1500 1750 250 500 750 1000 1250 1500 1750
Subsample size k Subsample size k Subsample size k

Figure 4. CGCV is consistent for finite ensembles across different subsample sizes. Plot of risks versus the
subsample size k for Elastic Net ensemble with different 4 and M and fixed 1, = 0.01.

ElasticNet penalty A1 0.002 0.005 Type = Risk ® CGCcv Y GCV
k =300 k =500 k=700

3.0
25
=
s

2.0

1.5

2 4 6 8 10 2 4 6 8 10 2 4 6 8 10
Ensemble size M Ensemble size M Ensemble size M

Figure 5. GCV gets closer to the risk as ensemble size increases across different subsample sizes. Plot of risks
versus the Elastic Net ensemble size M for ridge ensemble with different 1 and k and fixed 4, = 0.01.
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Figure 4 shows the risk curve and its estimators as a function of the ensemble size M. We observe a
clear gap between the curves of the GCV estimator and the true risk for different settings of
(M, k, A1), especially for small subsample size k or small ensemble size M. In stark contrast, our
proposed CGCYV aligns closely with the true risk curve. Figure 5 again confirms that our proposal
outperforms the GCV in estimating the true risk across different values of M and different combi-
nations of k and A;. We provide more simulation results for the ridge and lasso ensembles in
Section C of the online supplementary material.

4.4.2 Linear models with non-Gaussian designs

To demonstrate the robustness of our results beyond Gaussian distribution, we also consider
scenarios where X is not Gaussian distributed but is sub-Gaussian, for example, the
Rademacher and uniform distributions. The simulation results for these non-Gaussian fea-
tures closely resemble those for Gaussian features presented in the current section, confirming
that the proposed CGCV accurately estimates the actual risk, whereas GCV exhibits a non-
ignorable bias. We provide the simulation results for non-Gaussian features in Section D of
the online supplementary material.

5 Asymptotic analysis for ridge ensembles

For ridge ensembles, the GCV estimator (8) for ridge ensembles can be inconsistent when the en-
semble size is greater than 1, as mentioned in Section 2.2. This inconsistency still exists when fea-
tures are sampled from non-Gaussian distributions (Du et al., 2023). In this section, we will show
that the result of the previous section can be generalized to a wide class of data distributions when
focusing on ridge predictors and using standard results from random matrix theory.

Recall the base estimator 8, defined in (2) for m =1, ..., M. If we use the ridge penalty with
regularization parameter A > 0, then the base estimator reduces to the ridge estimator fitted on D; :

By =argmin ¥ (y; —x] B)*/k + 2BI3 = (X"Ly, X/k + 1,) "' X Ly, y/k. (26)
PER? eI,

Taking 2 — 0%, 8, 0:= (X"L;, X/|L,|)*X"L; y/|I,,| becomes the so-called ridgeless estimator, or
minimum-norm interpolator, where A* denotes the Moore-Penrose inverse of matrix A.

To prepare for our upcoming results, we impose the following assumptions on the responses,
features, and subsample aspect ratios.

Assumption E  (Response structure). The response y satisfies F[y] =0 and E[y**’] < C
for some 6 > 0 and Cy > 0.

Assumption F  (Feature structure). The feature vector decomposes as x = £'/2z, where
z € R? contains i.i.d. entries with mean 0, variance 1, bounded moments
of order 4 + 6 for some 6 > 0, and £ € R?*” is deterministic and symmetric
with eigenvalues uniformly bounded between 7y, > 0 and 7pax < co.

We make several remarks about the data assumptions in our analysis. Firstly, we do not impose
any specific model assumptions between the response variable y and the feature vector x. Thus, our
results are model-free, relying solely on the bounded moment assumption stated in Assumption E,
which ensures the generality of our subsequent findings. Although we assume zero mean for v, this
is purely for simplicity, as centring can always be achieved by subtracting the sample mean in prac-
tice. Furthermore, the condition of bounded moments can also be satisfied by imposing a stronger
distributional assumption, such as sub-Gaussianity.

Assumption G (Proportional asymptotics). The sample size 7, subsample size k, and
feature dimension p tend to infinity such that p/n — ¢ € (0, o) and

p/k — v e, .
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Even though we assume that both the data aspect ratio p/# and the subsample aspect ratio p/k
converge to fixed constants, this is for simplicity of exposition and proofs, and is not essential. It
suffices only to require that they scale proportionally such that 0 <lim infp/n < lim infp/n <
lim infp/k < oo as, by compactness, we can always extract a subsequence of regression problems
in which p/n and p/k have a finite limit.

Both Assumption F, concerning the feature vector, and Assumption G, clarifying the
proportional asymptotics regime, are assumptions commonly employed in the study of random
matrix theory (Bai & Silverstein, 2010; El Karoui, 2010) and the analysis of ridge and ridgeless
regression (Dobriban & Wager, 2018; Hastie et al., 2022).

Remark 9  (Extreme points in proportional asymptotics). In Assumption G, we allow the
limiting data aspect ratio p/» and subsample aspect ratio p/k to be in (0, co)
and [¢, oo], respectively. In the extreme case where p/k — oo, the prediction
risks of the ridge ensembles admit simple asymptotic formulas. More specific-
ally, both the prediction risk and the estimates converge to the null risk E[y?],
the risk of a full predictor that always outputs zero.

5.1 Guarantees for intermediate risk estimators

Since the ridge predictor is a linear smoother, its degrees of freedom df,,, defined in (3) is equivalent
to the trace of its smoothing matrix S, =X, (X] X, /k+1,)"'X] /k; namely, df,, =tr[S,,].

For ridge regression, the ovlp-estimator Romv,l[p ", and the full-estimator Rf;‘}i’l as defined in (11)

and (12) are, respectively, given explicitly as follows:

ﬁovlp _ (y - XﬁmJ)TLmLK(y - Xﬁ[,})/llm n I('
kT 1- tr[Sm]  tr[Se] | tr[Sm]er[Se] °

L el Ll L]
Rfull _ (y—XB,.,) (v - XB,,)/n
med = (Sl _ulS] e SulelSd Ll
n n Ll 1Ll n

Here, we use the subscript 4 to indicate the dependence of the estimators for the risk component on

ovlp pfull

the ridge penalty parameter . Similarly, we write Ry, /', Ry 7, and Ry, for the two risk estimators

and the risk, respectively. The following theorem shows that both the two estimators are pointwise
consistent for the risk component R,;, 0.

Theorem 4  (Pointwise consistency of intermediate estimators in A). Under Assumptions A
and E-G with /n/k = O(1) for the ovlp-estimator, for A > 0, for any M € N

and  m,le[M], it holds that |[R%® —R, ., |250 and

m, L,

ovlp

|§$}L,x — Ryl 250. Consequently, it holds that |1~€M’i - RM,jLa—'&)O and

~ a.s.
IRS, — Ragal — 0.

For the first estimator to work in the extreme case when y = co, we also need /n/k = O(1). We
note that this is not required for the full-estimator precisely because the full-estimator uses both
subsample observations and out-of-subsample observations. So, even if the number of overlapping
subsample observations is small, the out-of-subsample observations are large, and the estimator is
able to track the risk. The regime when & is small is the regime where the full-estimator is substan-
tially better than the ovlp-estimator, as we have seen in Figure 3.

One natural question that remains for ridge predictors is how to select the ridge penalty A.
Building on the previous results, we are able to show a stronger notion of the consistency of the
two proposed estimators over A € A := [0, oco]. When 1 = o0, the ensemble ridge predictor reduces
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to a null predictor that always outputs zero. Under the above assumptions, uniform consistency is
established through the following theorem.

Theorem 5 (Uniform consistency of intermediate estimators in A). Under the same condi-
tions in Theorem 4, when y # 1, it holds that sup)veAlRX/}"lf — Ry =0 and
~ a.s.
Sup),eA|R§\l/lIl,£l — Ry — 0.
The restriction on y is because both the risk and the risk estimate diverge when w =1 for the

ridgeless predictor when A = 0. This divergence phenomenon has been studied in several recent
works; see e.g. Hastie et al. (2022).

5.2 Guarantees for CGCV
The average degrees of freedom (5) reduces to aM =M1 szl tr(S,,). The CGCV from (18) and
(17) for ridge regression are given for # € {ovlp, full} by:

cgev,# v 1 M_l Z% 1 tI' )/71)2 n
R o= R~ (1-M1YM (s )/n>2<7 ) ZR”””’ 27

where ﬁ%;vﬂ =(1-M"1 Zgzl tr (S,,)/n) "2 |ly — XEMH%/n is the GCV estimator and the correction

term ﬁfn,m,ﬂ is given, for # € {ovlp, full}, by:

sotp _ i, = X1.B,,05/k
(1= MAUYM e (S, k)
m=1 m
Rfull  _ ”y_XﬂmA”%/n
AT =M YM (S +(MAYM (S, /m) - (k1)

Theorem 6 (Uniform consistency of CGCV in 1). Under the same conditions in

Theorem 4, it holds that |R§\%’C;Lvyov]p —Rypyl25.0 and
R3S ~ Ryl = 0. Morcover, when y#1, it holds that
SupAEAIchCV O — Ryl =250 and supAeA|RCgcv Al _ Ryial 25 0.

Theorem 6 specializes the results of Theorem 2 for a general convex penalty to the ridge predict-
or. In particular, the correction term decreases as 1/M. On the other hand, compared to Theorem 2,
it also extends the CGCV to ridgeless predictors. Some remarks are as follows.

Remark 10 (Consistency of GCV under general models). The GCV estimator RgC My i
shown to be consistent for estimating the prediction risk Ry of the ridge pre-
dictors (Patil et al., 2021) (when M = 1 or k = n) and in the infinite ensemble
(Du et al., 2023). Therein, the infinite ensemble is defined by letting the ensem-
ble size M tend to infinity for any given sample size # and the feature dimension
p. Since the correction term (27) vanishes as M tends to infinity, Theorem 6
above also indirectly shows that the CGCV estimator is consistent in the infinite
ensemble under more general data models. On the other hand, the correction

term in (27) implies that the GCV estimator R%;"; is generally inconsistent for

finite ensemble sizes when 7 > k and dfy > 0. In the case of ridge regression,
the latter condition is generally satisfied because for 4 € [0, co) because

M M
diy =M "t (S,) =M Y e [X] X, /k(X] Xy, /k +21,)7'] >0,
m=1

unless all the singular values of X, are zero for all m € [M]. Compared to Du
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et al. (2023, Proposition 3), which shows the inconsistency of IE%;VA for M=2

and A = 0 under a well-specified linear model, our result is more general because
it allows for any ridge parameter 1 > 0, any ensemble size M > 2, and an arbi-
trary response model.

Remark 11  (Model selection). The ensemble ridge predictors involve three key parameters:
the ridge penalty parameter A, the subsample size k, and the ensemble size M.
Questions related to the selection of the model of ridge ensembles over the sub-
sample size k and the ensemble size M have already been discussed by Patil et al.
(2023) and Du et al. (2024). Tuning over M is relatively easy because the risk is
decreasing in M (Patil et al., 2023). For tuning over A, Theorem 6 implies that the
tuned risk using the CGCV estimator converges to the optimal risk in a grid of
ridge penalties used to fit the ensemble. In other words, the optimality of the
data-dependent model selection can be guaranteed by the CGCV estimators.

Remark 12 (Non-asymptotic versus asymptotic analyses). When restricted to ridge esti-
mators, the asymptotic analysis presented in the current section reveals
some benefits compared to the finite-sample analysis in Section 4. Firstly,
the asymptotic analysis in the current section relaxes the assumptions on the
data-generating process. More specifically, no explicit response-feature model
is needed, except for the bounded moment assumptions and the feature struc-
ture assumed in Assumptions E and F. Secondly, the consistency provided in
the current section does not require strong convexity as in Assumption D. It
also applies to the ridgeless ensembles when /. = 0, in which case the base pre-
dictor reduces to the minimum £,-norm least squares. Last but not least, the
asymptotic analysis enables the uniformity over A € [0, oo].

Proof outlines

There are three key steps involved in proving the uniform consistency (in 4) of the intermediate and
CGCYV estimator in Theorems 5 and 6, respectively, for ridge ensembles.

1.

Deriving the asymptotic limit of the prediction risk: The first step involves deriving asymp-
totic equivalents for the risk of the ridge ensemble predictor. We build upon prior results
on the risk analysis of ridge ensembles in Du et al. (2023) and Patil and Du (2023) and de-
rive these asymptotic risk equivalences, as done in Lemma 24 of the online supplementary
material.

. Deriving the asymptotic limit of the intermediate and CGCV estimates: The second step in-

volves deriving asymptotic equivalents for each of the proposed intermediate and CGCV es-
timators. Since each of these estimators is a ratio of terms that involve a version of training
error and a denominator correction, we obtain each of these asymptotics separately. This
is done in Lemmas 25-28 of the online supplementary material.

. Establishing the pointwise consistency in 4 by matching the two limits and then lifting to uni-

form convergence in A: In the last step, we show that the asymptotic limits obtained in the first
two steps match with each other, which shows the pointwise consistency in 4 (Theorem 4).
The matching uses the analytic properties of parameters related to certain fixed-point equa-
tions. To establish uniform convergence, we lift the pointwise consistency by showing that
the family of functions under consideration forms an equicontinuous family and appeals to
a stochastic version of the Arzela-Ascoli theorem. This is done in Lemma 29 of the online
supplementary material.

Throughout the proofs, the notion of asymptotic equivalence plays a crucial role (see Section B.1
of the online supplementary material for more details). We refer the reader to Patil et al. (2023)
and Patil and Du (2023) for background and further calculus of asymptotic equivalents. In
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our proofs, we build on these equivalents to obtain equivalents of various bias and variance com-
ponents of the intermediate and CGCV estimators (see Section B.4 of the online supplementary
material for more details). Finally, all our results are model-free. A component of this analysis
involves an intermediate step showing quadratic concentration with uncorrelated compo-
nents in Lemma 32 of the online supplementary material that extends the previous results
of Bartlett et al. (2021, Lemma A.16) and Patil and Du (2023, Lemma D.3), which may be
of independent interest.

5.4 Numerical illustrations: non-linear models with non-Gaussian designs

To numerically evaluate our proposed CGCV estimator, we generate data from a nonlinear
model y =xTg, + (|x[3/p — 1) + ¢, where x = £~ 2z with 2y, ..., 2p i ts follows a ¢-distribution
with degrees of freedom 5 and X =ZXagrq,=025 = (p‘i_i‘)i,/e[p] is the covariance matrix of the

Ensemble size M 1 2 5 Type memm Risk e CGCvV ¥ GCV
12.0 Ridge Lasso

8.0
[
3
©
> 4.0

10—0.7 10—0.3 100 0 100 3 100 7 10—0.7 10—0.3 100.0 100 3 100 7
Subsample aspect ratio ¢ = p/k Subsample aspect ratio ¢ = p/k

Figure 6. CGCV is consistent for finite ensembles across different subsample aspect ratios. The GCV estimates for
the ridge and lasso ensembles with penalty A = 1072 and varying subsample size in a problem setup of Section 5.4,
over 50 repetitions of the datasets. The left panel shows the results for ridge predictors. The right panel shows the
results for the lasso predictors.

Ridge penalty A 0 0.01 1 Type memm  Risk e CGCV v GCv
Underparameterized regime (p < k) Overparameterized regime (p > k)

Value

1 2 3 4 5 6 7 8 9 10 1 2 3 4 5 6 7 8 9 10
Ensemble size M Ensemble size M

Figure 7. GCV gets closer to the risk as ensemble size increases. The GCV estimates for ridge ensemble with
varying ensemble size in a problem setup of Section 5.4 over 50 repetitions of the datasets. Here, the feature
dimension is p=1,200. The left panel shows the case when the subsample sizes are kK =2,400 (an
underparameterized regime). The right panel shows the case when the subsample sizes are kK =800 (an
overparameterized regime).
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Figure 8. CGCV is consistent for finite ensembles across different regularization levels. The GCV estimates for ridge
ensemble with varying ridge penalty 4 in a problem setup of Section 5.4 over 50 repetitions of the datasets. Here, the
feature dimension is p=1,200. The left panel shows the case when the subsample sizes are k = 2,400 (an
underparameterized regime). The right panel shows the case when the subsample sizes are kK =800 (an
overparameterized regime).

AR(1) process, B is the average of the top-5 eigenvectors of £, and € ~ N(0, 1). This setup has
a linearized signal-to-noise ratio of 1.67. We set the sample size n = 6,000 and the feature di-
mension p = 1,200. N

_ Our first experiment is to compare the naive GCV estimator Rf;" and the CGCV estimator
Rgﬁcv’f“ll as a function of the subsample size k, or equivalently, the subsample aspect ratio p/k.
In Figure 6, we visualize the results for both the ridge and lasso predictors with different ensemble
sizes M. For ridge predictors, we see that the naive GCV estimator is consistent when M = 1.
However, it is extremely unstable when the subsample aspect ratio p/k is close to 1, which is
also the interpolation threshold for the ridgeless predictor. For the lasso predictors, the naive
GCV estimates are not even close to the prediction risks when the subsample size is small, even
for ensemble size M = 1. Nevertheless, the CGCV estimates are in line with the true prediction
risks for different ensemble sizes M. Although our theoretical results do not cover the lasso, the
numerical results in the current subsection indicate the generality and robustness of our proposed
CGCYV estimator beyond ridge ensembles. On the other hand, as shown in Figure 7, the inconsist-
ency of the naive GCV vanishes as the ensemble size M tends to infinity.

Finally, we compare the two estimators as a function of the ridge penalty / in Figure 8. As we can
see, for ensemble size M = 1, both estimators can track the true prediction risk well in either under-
parameterized or overparameterized regimes. However, when M > 1, the naive GCV estimator
does not provide a valid estimate for the true risk. The inconsistency becomes more significant
when either the subsample size k is small relative to the feature dimension p or the ridge penalty
is close to zero. Similar observations are also present for the lasso estimators; see Figure 34 in the
online supplementary material. On the other hand, our CGCV estimator is uniformly consistent in
various values of 1 for all ensemble sizes M, as proved in Theorem 6.

6 Discussion

The primary goal of this paper has been to examine GCV for the risk estimation of ensembles of
penalized estimators. Our main contribution is to show that ordinary GCV fails to be consistent
for finite ensembles and to formulate a CGCV that is consistent for any finite ensemble. The main
high-level idea in constructing the correction is deriving term-by-term corrections for the ordinary
GCV estimator, which subsequently leads to the form of CGCV. Assuming Gaussianity and linear
model, we derived non-asymptotic bounds for our CGCV estimator that enjoys /n-consistency
and provides explicit dependence on the subsample size k, ensemble size M, and the form and level
of regularization penalty 1. These assumptions, although seemingly stringent, are amenable to a
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wide range of general convex penalized estimators. Moreover, for ensembles of ridge regression,
we prove the asymptotic consistency of our estimator under very mild assumptions and, in particu-
lar, without assuming Gaussianity and linear response model.

As alluded to earlier, our intermediate risk estimators can incorporate several extensions and
modifications, thereby further broadening their applicability. Firstly, we can use different sub-
sample sizes for different ensemble estimators. Secondly, we can use different types of penalties
or different regularization parameters for different base estimators. In such cases, the components
of the ovlp-estimator (11) and the full-estimator (12) are still consistent. Note that additive
bounds, as indicated in Theorems 1 and 2, already accommodate this flexibility. It is also possible
to establish the multiplicative bounds assuming certain restrictions on the component risks.
Finally, provided that the average cardinality concentrates and the cardinality of the intersection
is lower-bounded with high probability, a slightly general form of CGCV is expected to work.

Although the techniques of the present paper can be applied to estimate the risk of hybrid

ensembles (with the I,, having different cardinalities and the ﬁm having different penalty func-
tions), it poses challenges when it comes to tuning the hyperparameters. Tuning an ensemble mod-
el, especially when equipped with a plethora of hyperparameters, is computationally challenging.
In such cases, a greedy strategy often employed is to minimize the risk for each subsample estima-
tor separately. However, it is important to note that the optimal regularization parameter A for an
individual ensemble component (i.e. for a fixed 7 € [M]) may not be the best choice for the entire
ensemble (i.e. after averaging over m € [M]). This computational complexity of tuning ensembles
becomes especially challenging, as ensemble components employ different penalties or regulariza-

tion amounts. For this reason, we recommend training each individual estimate f,, with the
same penalty and tuning parameter (say, A) and selecting the tuning parameter 1 for the

ensemble average ﬁM =M Zg:lﬁm in (4) that yields the smallest CGCV criterion.
Furthermore, one can also combine CGCV with the extrapolated CV method of Du et al. (2024)
to tune over k and M.

Our work opens up several avenues for future investigation. We discuss three of them below.

6.1 Beyond squared loss for training

We have considered penalized estimators trained using squared loss in (2). One may consider
penalized estimators trained on different loss functions, such as the Huber loss or other robust
loss functions, especially if the noise random variables ¢; are heavy-tailed and/or have infinite
variance. Estimators of the squared risk in this context are obtained in Rad and Maleki
(2020), Wang et al. (2018), Bellec (2023), and Bellec and Shen (2022) for the non-ensemble set-
ting, with the method in Rad and Maleki (2020) and Wang et al. (2018) being applicable be-
yond the squared risk. It would be of interest to extend (with necessary modifications) our
CGCV criterion to enable ensembles of base estimators g, trained on robust loss functions.
We leave this research direction for future work.

6.2 Beyond squared loss for testing

Our primary focus in this paper has been centred on evaluating the squared prediction risk.
The special form of the squared risk allows the useful decomposition in (10), which subse-
quently leads to the estimators (11), (12) and CGCV. In practice, one may be interested in error
metrics other than squared error. More broadly, one may be interested in functionals of the
out-of-sample error distribution, such as quantiles of the error distribution. For regular penal-
ized estimators, one can construct estimators for such functionals by constructing estimators
for the out-of-sample distribution first and then subsequently using the plug-in functionals of
these distributions. See Patil et al. (2022) for an example that uses GCV-based correction of the
in-sample residuals. Another avenue for loss estimation beyond the square risk is (Rad &
Maleki, 2020; Wang et al., 2018), wherein the proposed Approximate Leave-One-Out handles
the non-ensemble setting. Whether one can further additively correct these residuals and con-
struct consistent estimators of the out-of-sample distribution for the ensemble of penalized es-
timators is an interesting direction of future work.
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6.3 Risk estimation for generic ensembles

The subsamples Iy, ..., I are assumed to be sampled without replacement throughout this pa-
per. It is of interest to investigate risk estimators for other ensemble techniques like bagging (where
we sample with replacement) or other random weighting schemes, i.e. where the data-fitting loss in
(2) is replaced by the loss > 7Ly wy y, Tﬂ) for weights (t0,,1),¢[,,) sampled independently of the
data (X, y). This includes weights tv,,, ;= Poisson(1) or (s 1, ..., W) ~ Multinomial(r, n, n")
typically used in the pair bootstrap; see El Karoui and Purdom (201 8) for a study of such weights in
unregularized estimation in the proportional regime.
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