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Abstract

Simulation-based inference often compares simulator output with low-dimensional summaries
when likelihoods are unavailable. Such summaries can make inference fast and interpretable, but
they also determine what is identified: a pseudo posterior may concentrate on a parameter set
rather than a point. We introduce Vector Summary Pseudo Posteriors (VSPP), a generalized
Bayes framework that weights simulator parameters by the mismatch between simulated residual
summaries and a target vector defined relative to a reference relation. When exact matching is
possible, adding informative summaries produces nested identified sets; under misspecification,
VSPP targets the best matching parameter set. We show that local identification is governed
by the rank of the population mismatch map, while recovery from a finite simulation bank
improves when summaries better separate the held-out parameter from competing candidates. As
a concrete example, we use residual mean and second raw moment summaries, which distinguish
parameter values that match a mean relation but differ in residual dispersion. Synthetic examples
show how added summaries shrink ridges and manifolds; in a nonlinear benchmark, adding the
second raw moment moves the pseudo posterior closer to the exact posterior. In cosmological
simulation studies, VSPP improves held-out parameter recovery in CAMELS TlustrisTNG and
reduces residual moment mismatch in generated DREAMS samples for Milky Way—mass systems.

1 Introduction

Many scientific questions rely on simulators with intractable likelihoods. In cosmology, hydrodynam-
ical simulations model gravity, gas, stars, black holes, and the feedback processes that connect them.
Their subgrid parameters describe unresolved processes such as star formation and feedback and
must be calibrated against observations and other scientific constraints. Simulation-based inference
(SBI) addresses this problem by learning from forward simulations rather than evaluating likelihoods
(Cranmer et al., 2020). Neural SBI methods can be accurate and efficient (Papamakarios and Murray,
2016; Tejero-Cantero et al., 2020; Brehmer et al., 2020). Yet the constraints they return can be
difficult to trace to specific scientific information, and simulator misspecification can yield overly
concentrated or misleading results (Cannon et al., 2022; Delaunoy et al., 2022; Anau Montel et al.,
2025). Scientific inference therefore benefits from methods that reveal both the parameter constraints
and the information that produces them.
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Figure 1: Vector summary targets make identification explicit. A single summary target can
identify a ridge or manifold of simulator parameters (A). Adding an informative moment or relation
imposes another constraint and can shrink this set (B). In a finite simulation bank, richer summary
vectors improve recovery when they increase separation between the held-out parameter and the

other candidates (C).

Recent work introduced a regression projection pseudo posterior that fits an observed scaling relation
and weights simulator parameters by how closely the mean simulated residual matches zero (Farahi
et al., 2026). This approach is interpretable and computationally inexpensive, but it also exposes a
fundamental limitation of scalar summaries: a single residual moment may identify an entire ridge
or manifold rather than a unique parameter. This behavior reflects the geometry of the summary
constraint, not a numerical failure.

We extend this scalar restriction to a vector of named summary targets and call the resulting
framework Vector Summary Pseudo Posteriors (VSPP). VSPP takes as inputs a reference relation
fref, residual summary functions gy, ..., gx, and a target vector t = (t1,...,tx) . For each simulator
parameter, it computes residual summaries relative to frof and assigns weight according to their
mismatch with ¢. The reference relation and target vector may be estimated from observations,
taken from published scientific constraints, or constructed from a held-out simulation.

The scalar method of Farahi et al. (2026) is the special case K = 1, g1(r) = r, and ¢t; = 0. As
a concrete extension, we use gi(r) = r and go(r) = r2, with ¢+ = (0,#3)". The second target
distinguishes simulator parameters that match the mean relation but differ in residual dispersion.
The same construction can stack summaries across multiple scaling relations or redshifts. Because
VSPP is a generalized posterior rather than the exact Bayesian posterior for the full simulator, its
interpretation is tied to the reference relation, summary functions, targets, and loss that define it.

Figure 1 summarizes the design principle. A reference relation turns simulator output into residual
summaries, and a target vector turns those summaries into constraints on simulator parameters.
Under exact matching, an informative target coordinate can shrink the population identified set; in a
finite simulation bank, it can improve recovery by increasing separation from competing candidates.
We develop this principle through three contributions:

1. Methodology. Section 3 defines the VSPP loss and weighting algorithm within generalized
Bayes (Bissiri et al., 2016). The summary vector can combine multiple residual moments across
scientific relations, while named coordinate losses show which moments or relations drive the
update.



2. Theoretical guarantees. Section 4 studies the VSPP target: the set of simulator parameters
whose population summaries best match the target vector. We show that VSPP concentrates
on this set as the number of simulator draws and the simulated batch size grow. Under exact
matching, adding an informative summary produces nested identified sets, and the rank of
the population mismatch map controls local identification. Under misspecification, VSPP
instead targets the best matching parameter set. For a finite simulation bank, recovery bounds
depend on how well the summaries separate the held-out parameter from competing candidates.
These results connect generalized Bayes to moment restrictions from the generalized method of
moments (Hansen, 1982) and to indirect inference (Gouriéroux et al., 1993).

3. Cosmological application. Section 5 evaluates VSPP in two cosmological simulation settings.
In processed CAMELS TllustrisTNG simulations (Villaescusa-Navarro et al., 2021, 2023, 2022),
a held-out simulation supplies the reference relations and targets. Adding residual moments and
astrophysical relations improves recovery in the finite simulation bank. In generated DREAMS
samples for Milky Way—mass systems (Rose et al., 2025), adding a second raw moment target
produces more selective weights and reduces mismatch with both target coordinates defined by
a fixed stellar—halo mass relation and target scatter. The studies together show how the same
summary design principle improves controlled parameter recovery and matching at the relation
level, while coordinate diagnostics identify remaining mismatch and weak identification.

2 Related work

SBI with summary statistics. Approximate Bayesian computation (ABC) avoids explicit likeli-
hood evaluation by matching simulated and observed summaries (Beaumont et al., 2002; Beaumont,
2019; Blum, 2010; Sisson et al., 2018), while Bayesian synthetic likelihood places a statistical
model on simulated summaries (Wood, 2010; Price et al., 2018). These methods are transparent,
but their inferential targets can depend strongly on the chosen summaries, distance, tolerance, or
summary likelihood. This sensitivity motivates work on summary selection, semi-automatic ABC,
and misspecified synthetic likelihood (Fearnhead and Prangle, 2012; Frazier and Drovandi, 2021;
Frazier et al., 2021). VSPP likewise relies on interpretable summaries, but its target vector need
not be an empirical summary of raw observations. Its coordinates can instead encode residual
moments relative to a reference relation, published scientific constraints, or targets constructed from
a held-out simulation. VSPP then makes explicit the population parameter set that best matches
those targets.

Generalized Bayes and calibration. VSPP builds on the regression projection pseudo posterior
of Farahi et al. (2026), extending its scalar residual moment restriction to a vector of named targets
and casting the resulting loss as a generalized Bayes update (Bissiri et al., 2016). Robust and
coarsened posterior methods similarly update beliefs under approximate rather than exact model
agreement (Miller and Dunson, 2019). Because the VSPP coordinates are moment restrictions, the
framework is also related to the generalized method of moments (GMM) and its optimal weighting
theory (Hansen, 1982), as well as quasi-Bayesian and Bayesian GMM updates based on criterion
functions or moment objectives (Chernozhukov and Hong, 2003; Yin, 2009). Indirect inference uses
auxiliary models to connect data with simulator parameters (Gouriéroux et al., 1993), while classical
Bayesian calibration often uses discrepancy models and emulators (Kennedy and O’Hagan, 2001).
Complementary work on constrained inverse problems develops calibrated frequentist confidence
sets for one or more functionals under explicit assumptions on the forward model and noise (Patil
et al., 2022a; Stanley et al., 2025; Batlle et al., 2025). VSPP instead uses a reference relation with



named targets as its scientific interface to a simulator with an implicit likelihood and returns a
weighted empirical pseudo posterior. Our contribution is to characterize the resulting population
target, local identification geometry, and recovery behavior in finite simulation banks.

Neural SBI. Neural posterior and ratio estimators provide flexible inference for implicit models
(Papamakarios and Murray, 2016; Brehmer et al., 2020; Tejero-Cantero et al., 2020). Simulation-
based calibration and benchmarks assess their reliability (Talts et al., 2018; Lueckmann et al., 2021),
while recent work examines the effects of model misspecification (Cannon et al., 2022; Delaunoy
et al., 2022; Anau Montel et al., 2025). VSPP is complementary: rather than replacing neural density
or ratio estimation, it provides a transparent diagnostic layer based on reference relations and named
target mismatches. This layer can assess which summaries are informative before neural SBI, reveal
which constraints drive inference alongside it, or localize posterior predictive mismatch afterward.

Distributional and kernel summaries. Kernel mean embeddings and maximum mean discrepancy
(MMD) provide rich summaries of distributions (Smola et al., 2007; Gretton et al., 2012; Muandet
et al., 2017). K2-ABC uses kernel embeddings as ABC summaries (Park et al., 2016), and MMD
losses have been used for robust simulator-based inference (Dellaporta et al., 2022). VSPP is
agnostic to the choice of summary coordinates and can incorporate higher moments, quantiles,
robust or trimmed summaries, multiple scaling relations, summaries stacked across redshifts, or
random features. Related work on prediction error distributions similarly studies multiple functionals,
including quantiles, rather than only their second moment (Patil et al., 2022b). Richer summary
vectors can improve identification, but they can also introduce sampling noise, redundancy, or
overly concentrated weights. Our experiments focus on residual moments and astrophysical relations
because their targets are easy to state, interpret, and diagnose.

3 Methodology

VSPP turns discrepancies between simulated residual summaries and scientific targets into a weighted
empirical distribution over simulator parameters. Its scientific inputs are a reference relation fief,
summary functions g1, ..., gk, and target t = (¢1,... ,tK)T, where t; is the desired value of the
residual feature defined by gi. The reference relation and targets may be estimated from observations,
taken from published scientific constraints, or constructed from a held-out simulation. Given a prior
m, a positive definite weighting matrix A, and temperature h, VSPP weights each parameter draw
using the mismatch between its simulated batch summary and ¢. Figure 2 summarizes this pipeline.
Because the summary vector is fixed throughout the update, we suppress its dimension K from
most of the notation.

Reference relation and residual summaries. Let f..f denote a fixed reference relation. It may
be fitted to observed data, taken from a published scaling relation, or estimated from a held-out
simulation; VSPP treats it as fixed once specified.

For each draw 0; ~ m, j = 1,..., N, simulate a batch {(Zm(0;), Um 93)) . Define residuals
Tm(05) = Ym(0;) — fret{ZTm (0 )} For a linear reference relation, fyr(z) = 3"z, where 3 is auxiliary:
VSPP reweights the simulator parameters 6;, not B

VSPP update. Collect the summary functions in g(r) = (g1(r),...,gx(r))". For draw 0;, define

the simulated batch summary 3/(6;) = M~' M ¢{7,,(6;)}. Define the mismatch and loss as
dy(05) = sm(0;) —t and £y (05) = dM(H ) Adpr(0;), where A is positive definite.
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Figure 2: VSPP procedure. A fixed reference relation f.f and target ¢ define the scientific
constraints. Each parameter draw §; produces a simulated batch summary s37(6;) whose mismatch
with ¢ determines its normalized VSPP weight.

The empirical VSPP measure is

exp{—La(0;)/(2h*)}
iy oxp{—Lar(6,)/(2h?)}

Here dy; is a point mass at ;. The temperature i controls how concentrated the weights are. The
matrix A sets the relative scaling of summary discrepancies and can encode their dependence. We
use A = diag(A1, ..., Ax) with positive diagonal entries in the experiments so that each coordinate
remains easy to inspect. A full matrix can account for correlated summaries, but mixes coordinates
through its cross terms.

N
w; = Ty ah = Y w;id;. (1)
j=

Choosing targets and summaries. For the scalar regression projection pseudo posterior of Farahi
et al. (2026), K =1, g1(r) = r, and t; = 0. It therefore favors parameters whose mean simulated
residual is near zero.

In our main two-summary examples, g1(r) = 7 and go(r) = 72, with ¢ = (0,¢3)". The second
coordinate to targets the second raw residual moment and may be estimated from a held-out
simulation or set from a scientific scatter constraint. For example, the DREAMS study uses
to = 0.09, corresponding to a target scatter of 0.3 dex when the residual mean target is zero.

Multiple relations are handled by repeating the residual construction and stacking the summaries
and targets; adding a moment or relation simply enlarges the summary vector. The number of
summaries K need not equal dim(6). Identification depends on the locally independent constraints
created by the summaries, not on K alone.

With diagonal A, the loss decomposes as £x7(0;) = Sr; Me{Sk.a1(0;) — tx}2. Tts terms show which
relations or moments drive a draw’s weight. Effective sample size and high-weight set size measure
weight concentration, while posterior predictive checks assess fit beyond the chosen coordinates;
together, they diagnose weak identification and simulator-target mismatch. We use these diagnostics
in the case studies.

Although we treat f.of and t as fixed, their uncertainty can be propagated by averaging updates
over draws from their estimated joint distribution.

4 Theoretical guarantees

VSPP favors simulator parameters whose population residual summaries best match the target
vector. We formalize this target, then establish concentration, characterize exact matching and local



Algorithm 1 VSPP weighting algorithm

1: Specify or estimate the reference relation fief.

2: Choose prior w, summary functions gy, ..., gk, target ¢, matrix A, and temperature h.
3: forj=1,...,N do

4 Draw 6; ~ m and simulate a batch of size M.

5: Compute residuals rm(H ) = Um(0;) — fret{ZTm (6;)}.

6 Compute 5y(6;) = M1 3, g{Fm(6;)}.

7 Form dM(QJ) = SM(9 ) —t and EM(QJ) = dM(QJ)TAdM(HJ)

8: end for

9: Normalize exp{—¢pr(0;)/(2h*)} over j =1,..., N to obtain wy,...,wy and Iy .

identification, and analyze recovery in a finite simulation bank. All proofs are given in Appendix A.

4.1 Population target and assumptions

Throughout this section, fref, g, t, and A are fixed. Let (X (6),Y (6)) denote a generic simulator
output under parameter 6, and define R(6) = Y (8) — fret{X (#)}. The population summary is 3() =

E[g{R(0)}], where the expectation is over simulator randomness at fixed . Define d() = 3(6) — t,
0(0) = d(#)TAd(h), and O = argmingeg £(6).

Thus OF is the best matching parameter set. It may be a curve or manifold under weak identification,
or a singleton when the summaries are sufficiently informative.

For a blmulated batch of size M, let Ry(0),..., Ry (0) be independent copies of R(6). Define
Sv(0) = M M 1g{R (0)}, dar(0) = 5a(0) — t, and £(0) = dps(0) T Adps(0). These are the
quantities that VSPP computes for each finite batch in Section 3.

The first assumption makes the population target well defined; the second controls simulation noise
from a finite batch.

Assumption A (Population target). The parameter set © is compact, 6 — d(f) is continuous, A is
positive definite, and the prior density 7 is continuous on © and positive on a neighborhood of ©1.

Compactness and continuity ensure that O is nonempty; standard tightness or coercivity conditions
can replace compactness.

Assumption B (Batch concentration). There are constants ¢, C' > 0 such that, for all small enough
u >0, all M, and all § € O,
P(|I30(60) — 5(0)][a > u | 0) < C exp(—cMu?), (2)

where ||v]|a = (v Av)Y/2,

This uniform bound follows, for example, when the summary coordinates are bounded or sub-
exponential uniformly over 6. For a finite simulation bank, concentration is needed only over its
candidates.

The results condition on fixed fef and t. For estimated inputs, the conclusions remain valid if the
resulting loss converges uniformly in probability to its fixed-input counterpart.



4.2 Main results

The first theorem establishes concentration on the best matching set in a sequential limit over
simulator draws and batch size.

Theorem 1 (Concentration on the best matching set). Let Iy s denote the output of Algorithm 1.
Suppose Assumptions A-B hold, the parameter draws are i.i.d. from 7w, and the simulated batches
are conditionally independent given those draws. Let h = hpy | 0 with Mh?u — 00. Then, for every
open neighborhood U of ©F and every e > 0,

lim lim P{Iyxarp,, (U)>1—¢€} =1 (3)

M—o00 N—o0

In particular, if ©F = {0*}, then the VSPP output concentrates at 6*.

The two limits isolate distinct approximations. For fixed M and h, increasing N makes the weighted
draws approximate a batch-averaged target; increasing M then removes simulation noise as h shrinks.
The condition M h?w — oo prevents the temperature from shrinking faster than the batch summaries
stabilize. The probability in (3) is over the parameter draws and simulated batches.

The next result concerns exact matching. For results comparing summary dimensions, let Ax =
diag(A1, ..., A\g) and write dg, {k, and @}( for the mismatch, loss, and best matching set based on
the first K summaries. The (K + 1)-summary construction retains the first X summary functions,
targets, and coordinate weights.

Theorem 2 (Adding summaries shrinks exact match sets). Suppose there exists 0* such that
dr+1(0*) = 0. Then

Ol =1{0: dr11(0) = 0} C {0: di(0) = 0} = OL.. (4)
If the added summary coordinate is mismatched at some point in @}, then the inclusion s strict.
The added summary imposes a new constraint without changing the existing ones.

Returning to the fixed summary vector, local identification depends on the rank of the population
mismatch map.

Theorem 3 (Rank controls local identification). Let 6* be an interior point of © C RP. Suppose d
is continuously differentiable near 6* and d(6*) = 0. If Dd(0*) has rank r with constant rank locally,
then near 0* the exact match set {0 : d(0) = 0} is a manifold of dimension p — r. In particular,
r = p gives local point identification.

Only locally independent summary directions reduce the dimension of the exact match set.

When the summaries point identify the parameter, the idealized population VSPP also has a simple
local form. Define ITL°P(df) o w(0) exp{—¢(0)/(2h?)} d6.

Proposition 4 (Local Gaussian limit under point identification). Suppose Assumption A holds.
Let 6* be an interior point of © C RP with d(0*) = 0. Assume d is continuously differentiable near
0*, J = Dd(0*) has full column rank p, and 0* is the unique minimizer of £. Then, under II}°P,
0 — 6"
h

= N(0,(JTAT)™Y),  hlo. (5)

This is a local shape result for the population generalized posterior, not a frequentist coverage
theorem for finite batches or misspecified simulators. Coverage requires separate calibration of the
loss scale or temperature.



If mingee £(6) > 0, no simulator parameter matches every target coordinate in population. VSPP
still concentrates on the best matching set ©F = argmingeg £(). Under such misspecification,
adding a summary changes the compromise among coordinates, so the new target need not be a
subset of the old one. Coordinate losses, posterior predictive checks, effective sample size, and the
minimum achievable loss help show which target coordinates remain mismatched.

The final results concern the finite simulation banks used in the case studies. For a bank Oy =

{61, ...,0n} with uniform prior, define

eXpPy— 2
Hzank({e}) _ Eue@ii}(igg_)é((i?/()gh%}, 0 € On. (6)

Proposition 5 (Held-out recovery in a finite bank). Suppose the held-out parameter 6* € ©n has
strictly smaller population loss than every other candidate. Let A = mingo+{€(6) — £(6*)} > 0. Then

I({67}) 2 {1+ (N — 1) exp[~A/(2h*)]} . (7)

Thus recovery improves as the loss gap between the held-out parameter and the other candidates
grows.

To compare summary vectors of different dimensions, let Ax denote the finite bank gap under the
first K summaries.

Proposition 6 (Adding summaries cannot reduce finite bank separation). Suppose the (K + 1)-
summary construction extends the K-summary construction, the first K summary functions, targets,
and coordinate weights remain unchanged, and dx41(6*) = 0. Then

£5¢1(6) = £k (6) + M [Blgrcor (ROD) — ] 0

The finite bank gaps satisfy Ax11 > Ai. The inequality is strict if every candidate attaining Ag
has nonzero mismatch in the added coordinate.

These results together favor summaries that are interpretable and nonredundant: a new coordinate
adds an exact matching constraint, can increase local rank, and, under the proposition’s conditions,
can increase finite bank separation. Our case studies compare two ways to enlarge the summary
vector: adding moments within a relation and adding more astrophysical relations.

Synthetic illustrations. Appendix B illustrates the theory in two linear examples and a nonlinear
benchmark. In the linear examples, adding the second raw residual moment shrinks a ridge to a point
and a plane to a curve. In the nonlinear benchmark of Farahi et al. (2026), the same enrichment
yields a tighter pseudo posterior that is closer to the exact posterior.

5 Case studies

We use VSPP to compare simulated galaxy populations with astrophysical scaling relations in two
controlled validation studies. CAMELS uses a held-out simulation to define the reference constraints,
so its known parameter values permit direct recovery evaluation. DREAMS uses a fixed stellar—halo
mass relation and scatter target to test how a second raw residual moment changes the selected
parameter region. Within each comparison, the reference inputs and temperature are fixed so that
differences arise from the summary vector.



For CAMELS, we report range-normalized maximum a posteriori (MAP) error, held-out rank,
effective sample size (ESS), and 95% high-weight set size. For DREAMS, we report ESS, high-weight
set size, and weighted summary mismatches.

5.1 CAMELS

CAMELS is a suite of cosmological simulations designed for machine learning and simulation-based
inference (Villacscusa-Navarro et al., 2021, 2023). It varies cosmological and astrophysical feedback
parameters, providing a controlled setting in which the simulator inputs are known. We use processed
MustrisTNG galaxy property tables released with the Cosmolgal analysis (Villaescusa-Navarro
et al., 2022; Villaescusa-Navarro, 2022).

Each of 75 simulations serves as the reference in turn. Its galaxy catalog supplies the reference
relations and targets. The processed simulation bank supplies the candidates; the reference parameter
point remains in this bank so that its rank and recovery error are well defined. For each relation,
the residual mean target is zero. When the second raw residual moment is used, its target is the
corresponding moment measured in the reference catalog. All candidates are therefore evaluated
against the same reference inputs within each held-out run.

We use three relation families: stellar-halo mass (SMHM), star-forming main sequence (SFMS), and
black hole-galaxy (BH). The four headline summary sets compare two ways to add information:
enriching a relation with its second raw residual moment and stacking more relations. Set A uses
the SMHM residual mean; B adds the SMHM second raw residual moment; C uses the residual
means from all three relations; and D uses both moments from all three relations.

Across the 75 held-out runs, both forms of enrichment improve median recovery. Table 1 shows
that the median normalized MAP error decreases from 0.34 for A to 0.22 for D, while the median
95% high-weight set size decreases from 795 to 410. Figure 3 shows the same pattern across all
relation combinations. These results are consistent with Propositions 5 and 6: added summaries
help when they increase separation between the held-out simulation and other candidates. Top-k
recovery, paired comparisons, and sensitivity analyses are given in Appendix C.1.

5.2 DREAMS

DREAMS is a simulation suite for studying Milky Way—mass systems and uncertainty in galaxy
formation physics (Rose et al., 2025). We analyze generated samples associated with the regression
projection study of Farahi et al. (2026). Each file contains 27,000 astrophysical parameter contexts,
with either 1,000 or 2,500 galaxies per context.

For each context, residuals are computed relative to the fixed stellar—halo mass relation. The scalar
update targets t; = 0; the two-summary update adds o = 0.09, corresponding to a scatter of 0.3
dex at zero target mean. This controlled test asks whether enrichment changes the high-weight
parameter region and improves both matches; it is not a full DREAMS calibration.

The pattern is stable across both catalog sizes. With 2,500 galaxies per context, enrichment reduces
the 95% high-weight set from 23,441 to 16,251 contexts and the ESS from 22,450 to 15,181. The
weighted mean absolute mismatches also fall from 0.310 to 0.231 for the residual mean and from 0.103
to 0.055 for the second raw moment, showing improved target fit as well as greater concentration.
Figure 4 shows that the high-weight contexts move toward the joint target (0,0.09). Additional
diagnostics and weighted relation plots are given in Appendix C.2.



Table 1: CAMELS recovery over 75 held-out simulations. Values are medians; MAP error is
normalized by the parameter ranges of the simulation bank, and smaller values are better for all
reported metrics.

Summary set K MAP error Held-out rank 95% set size
A: SMHM mean 1 0.34 53 795
B: SMHM mean + second raw moment 2 0.29 18 642
C: three relation means 3 0.27 10 610
D: three relations, both moments 6 0.22 9 410

Relation-combination ablation on processed CAMELS IllustrisTNG

MAP error (all six parameters) MAP error (feedback parameters)
SMHM SMHM
0.34
SFMS SFMS 0.32
0.32
BH BH 0.30
0.30
SMHM+SFMS 0.28 SMHM+SFMS 0.28
SMHM-+BH 0.26 SMHM-+BH 0.26
SFMS+BH 024 SFMS+BH 0.24
0.22
SMHM+SFMS+BH SMHM+SFMS+BH
mean mean+2nd mean mean+2nd
true-run rank 95% high-weight set size

SMHM SMHM

SFMS 100 SFMS

BH

80 BH
SMHM+SFMS - 18 14 60 SMHM+SFMS
SMHM+BH - 22 12 SMHM+BH
SFMS+BH A 28 26 SFMS+BH

SMHM+SFMS+BH - 10 9 SMHM+SFMS+BH

mean mean+2nd mean mean+2nd

Figure 3: CAMELS relation-combination study. Each cell is a median over the 75 held-out
runs. Rows indicate the relation set; columns compare residual mean targets with residual mean
and second raw moment targets. The strongest recovery uses all three relations and both moments.

6 Discussion

VSPP turns scientifically chosen reference relations, summary functions, and targets into explicit
weights over a simulation bank. Our results distinguish three benefits of enriching the summary
vector. Under exact matching, a nonredundant coordinate can shrink the population identified set,
raise local rank, and increase finite bank separation. The experiments follow this pattern: added
summaries shrink ridges and manifolds in the synthetic examples, improve held-out CAMELS
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Table 2: DREAMS validation using generated samples. Here d; and dy denote residual mean
and second raw moment mismatches. Smaller mismatch values indicate better target fit, whereas
smaller ESS and high-weight set sizes indicate more concentrated weights.

Galaxies Targets ESS  95% set size Ey,ldi| Ew|dz]
1,000 mean only 22,661 23,380 0.314  0.103
1,000 mean + second raw moment 16,485 17,088 0.247  0.060
2,500 mean only 22,450 23,441 0.310  0.103
2,500 mean + second raw moment 15,181 16,251 0.231 0.055

Baseline weights - Moment-enriched weights
All parameter contexts (mean only) (mean + second moment)
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Figure 4: DREAMS residual moment diagnostics for the run with 2,500 galaxies per
context. The left panel shows all contexts; the center and right panels show scalar and two-summary
weights. Dashed lines mark (0,0.09), near which the enriched update places more weight.

recovery, and yield more selective DREAMS weights with smaller target mismatches. These gains
do not imply point identification: when several parameters satisfy the constraints, concentration
on a set is the appropriate conclusion. VSPP therefore complements neural SBI with a lightweight
layer whose weights and mismatches remain traceable to named summary coordinates.

This interpretation remains conditional on the ingredients of the update. We treat the reference
relation and targets as fixed; uncertainty in estimated inputs is not automatically propagated to
the pseudo posterior. The nesting guarantee requires exact matching: under misspecification, a new
coordinate changes the compromise defining the best matching set, which may move rather than
shrink. In a finite simulation bank, h and A govern concentration, while redundant coordinates
can sharpen weights without adding identification. Raw second moments are also sensitive to
outliers, selection effects, and heavy tails. Coordinate losses, effective sample size, and posterior
predictive checks can expose but not remove these issues. Because VSPP is a generalized posterior,
its high-weight sets are not automatically calibrated Bayesian credible sets or frequentist confidence
sets.

Several extensions follow from these limitations. Uncertainty in the reference relation and targets
could be propagated by averaging VSPP updates over draws from their estimated distributions.
Robust moments, quantiles, trimmed summaries, and distributional features could reduce sensitivity
to outliers and capture structure beyond the first two moments. Adaptive summary selection could
prioritize coordinates that add rank or finite bank separation, while calibration could guide h and A.
In cosmology, the framework could combine relations across redshift, simulation suites, fidelities, and
observational catalogs, or guide new simulations toward regions where the current targets provide

11



weak separation. VSPP is most useful when inferential constraints should remain visible: it shows
what the bank learns, where identification remains weak, and which summaries or simulations may
be informative next.
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Appendix

A Proofs of theoretical guarantees in Section 4

This appendix proves the results in Section 4. Throughout, the reference relation f,ef, sSummary
map g = (g1,...,9x) |, target ¢, and positive definite weighting matrix A are fixed.

Recall that R(0) = Y (0) — fret{X (0)}, 5(0) = E[g{R(0)}], d(6) = 5(0) — ¢, and £(F) = d(0) T Ad(h).
The population target is O = argmingee £(6).

For a random simulated batch B = {R;(6),..., Ras(6)}, write

M
Su0:B) = 22 > o{Rn(0)},  d(0;B) = 3u(6:B) 1,

m=1

and £y7(0; B) = dps(0; B) T Adys(60; B). We suppress B when the batch dependence is clear.

A.1 Proof of Theorem 1
Proof. We first take N — oo for fixed M and h, then take M — oo with h = hys | 0.
Step 1: particle limit. For fixed M and h, define

arn(6) = E [exp {—“g,ff )} | e] ,

where the expectation is over a random batch generated under . Define the resulting batch-averaged
target by

m(0)anp(0)
de.
f@ m(u)anp(u) du
Let 61,...,0n be ii.d. draws from 7, and let By, ..., By be conditionally independent simulated
batches. Write
Cn (055 By)

2h?

g5 (d6) =

Wj = exp{—

For any bounded measurable function ¢,

}, 0<Wj§1.

NS e (0)W;
— N ’
Nt Zj:l W;

/ (0) T a1.1(d) —
©

Because the pairs (6}, B;) are i.i.d. and the weights are bounded, the strong law of large numbers
gives

1 N
N;gp(aj)wj H/@«M@W(@CLM,}L(Q) df

and
L
LW /@ 7(0)ans(6) db
j=1
almost surely. The limiting denominator is positive because aps,(#) > 0; hence

/ 2(0) Ty a1 (d6) — / 2 (0) T30 (df)
© O
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almost surely as N — oo.
Step 2: batch limit. Let £, = mingeg £(0), and let U be an open neighborhood of Of. Because U
contains every minimizer and ¢ is continuous on compact ©, there is > 0 such that

06) > b, +4y,  HcU (9)

Continuity and the prior support condition also give a measurable set V' C U with positive prior
mass such that
00) < Ly +n, feV. (10)

Continuity of d on compact O gives By = supyeg ||d(f)]]a < co. Choose b > 0 small enough for
Assumption B to apply and for 2Bgb+b? < 0. If ||52,(0) —35(0)||a < b, then dps(0)—d(0) = 51,(0)—5(0)
and
|6 (6) — £(8)] = |2d(6) " A{dar(6) — d(6)} + [|dar (8) — d(B)II7
< 2Bgb+ b* <.
Assumption B bounds the probability of the complementary event, uniformly over 8 € ©, by

enr = Cexp(—cMb?).
For 6 € U, equation (9) implies that £5;(0) > ¢, + 3n on the concentration event. Since every
exponential weight is at most one,

B E* + 377
2h2,

an by (0) < eXP{ } + €, 0eU°". (11)

For § € V, equation (10) implies that £3;(0) < ¢, + 2n on the concentration event. Therefore

b +2
a2 (1 - anep {52 pew. 12
M

Let m(A) = [, m(0) df denote prior mass. Using (11) in the numerator and (12) in the denominator
gives

U®) n e+ 2n
Hbatch ¢y < 7T( . )
M,h]\/j(U ) = W(V)(l _ €M) €xp Qh%w + €M €XP 2h%\4

The first term vanishes because hys | 0. For the second,

e+ 277 _
= —cMb* 4+ O(hy7),

log epr +
which tends to —oo because Mh%, — oo implies hKf = o(M). Hence Hlﬁtﬁf\; (U°€) — 0, or equivalently,
IR (U) — 1.

Combining the two steps, fix € > 0. For all large enough M, II5%h (I7) > 1 — ¢/2. For each such
STV
fixed M, Step 1 applied with ¢ = 1y gives

TN 0y, (U) — TIREE (V)

17



almost surely as N — oo. Therefore

lim P{HN,M,hM(U) >1-— 6} =1
N—ro0

for all sufficiently large M. Taking M — oo proves (3).

If ©f = {#*}, then every open neighborhood of 6 is an open neighborhood of ©T, so the same result
gives concentration at 6*. O

Estimated reference inputs. The argument above conditions on fixed fref and ¢. Suppose estimated
inputs instead produce losses £(6) and £y;(0) satisfying

sup [0(6) — £(6)] — 0

0cO
in probability, with an analogous uniform approximation for losses based on finite batches. On
events where these errors are smaller than the separation margins above, the argument applies with
a smaller n; the same concentration conclusion follows.

A.2 Proof of Theorem 2
Proof. When the (K + 1)st summary is added, write

dr+1(0)

The first K summary functions, targets, and coordinate weights are unchanged. By assumption,
there exists 0* such that dx41(6*) = 0. Hence dx(6*) = 0. Because all coordinate weights are
positive, both losses have minimum zero and vanish only when their mismatch vectors vanish.
Therefore

tiea® = (< 0)). Ga(0) = Blora(BON) - trin

o = {6 : dx(8) =0},
whereas

O, =1{0:dx(0) =0, dx41(0) = 0}.
Therefore @}( 41 C @J}(. If k11 is nonzero at some point of 6;(, that point is removed by the added
constraint, so the inclusion is strict. ]
A.3 Proof of Theorem 3

Proof. Because 6* is interior, d is defined on an open neighborhood of #*. On this neighborhood, d
is continuously differentiable, d(6*) = 0, and Dd has constant rank r. The constant rank theorem
implies that d~1(0) is locally a C'! embedded submanifold of codimension 7. Its local dimension is
therefore p — r. If r = p, then the local dimension is zero, so 6* is locally isolated in the exact match
set. O

A.4 Proof of Proposition 4

Proof. Let J = Dd(6*) and H = J"AJ. Because J has full column rank and A is positive definite,
H is positive definite.

Write 6 = 6* 4+ hu. Since d(6*) = 0 and d is differentiable,
d(0* + hu) = hJu + o(h)
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for each fixed u, and hence

0O+ hu) A0 + hu)TA(G* + hu)
A E -

u' Hu.

Continuity of 7 gives the pointwise limit

*
(6% + hu) exp {—W} — m(6%) exp {—;uTHu} .

It remains to justify normalization. Because J has full column rank, differentiability gives constants
co,d > 0 such that £(0) > co||0 — 0*||> whenever ||§ — 0*|| < §. Because §* is the unique minimizer
and © is compact, infjg_g«|>s £(6) > 0. Thus the rescaled integrand is dominated locally by an
integrable Gaussian, while the contribution outside the §-neighborhood is exponentially small in h~2.
Dominated convergence after the change of variables v = (6 — 6*)/h therefore yields the normalized
limit N (0, H~'). Substituting H = J " A.J proves the proposition. O

A.5 Proof of Proposition 5

Proof. For the finite bank with uniform prior,

an. * _ exp{—ﬁ(@*)/(2h2)}
() = o s (02}
1

T ] W

0£0%

By definition of A, each term in the sum is at most exp{—A/(2h?)}. Summing the N — 1 terms
gives
({67 )) = {1+ (N — 1) exp[-A/(21%)]} .
O
Nonuniform discrete priors. If the finite bank has positive prior masses p(6), the same argument
gives
1— p(6%) AN
Hbank 1) > = ]
ston = {1+ 0 o |-

Thus the separation gap still controls recovery, now with a prior odds factor.

A.6 Proof of Proposition 6
Proof. Let

0x+1(0) = E{gr+1(R(0))} — tk41-

Because the first K summaries, targets, and coordinate weights remain unchanged,
Uk 11(0) = Lic(0) + Ak 110K 11(0)*.
Since di4+1(60*) =0, dix(6*) = 0 and dx+1(6*) = 0. Therefore, for every 6 # 6*,
Ui 11(0) — i1 (0%) = L (0) — Lre(0%) + A 10k 41(0)?
> Ui (0) — Lk (7).
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Taking the minimum over the other candidates gives Ax 11 > Ag.

For strictness, define the candidates attaining the old minimum gap by
A = arg 5;1201}{51{(9) — e (67)}.

The added loss is positive on Ag by assumption and therefore, because the bank is finite, is bounded
below there by a positive constant. Every candidate outside Ag already has old gap strictly larger
than Ag, again by a uniform positive amount because the bank is finite. Consequently every new
gap is strictly larger than Ak, and Ax.q1 > Agk. O

Misspecified finite banks. The monotonicity result uses exact matching at 6*. If the held-out parameter

does not match all target coordinates, adding a summary can change both its loss and the losses of
the other candidates. The new separation gap then need not be larger.
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B Synthetic illustrations and experimental details in Section 4

The synthetic studies illustrate the identification geometry in Section 4 and show how simulation
noise from finite batches varies with the batch size M.

B.1 Setup

Each replicate generates a reference dataset at the true parameter, fits fior, and computes the
residual mean and second raw residual moment. The scalar VSPP uses only the residual mean target,
while the two-summary VSPP uses both targets. Because the fitted linear reference relations include
an intercept, the reference residual mean is zero up to numerical precision. Within a replicate, both
methods use the same reference relation, targets, parameter candidates, and batch size.

For the population panels of the two linear illustrations, we replace the fitted reference relation and
empirical targets by their population values: fie(z) = a* +b*z and t = (0, (¢*)?) . Pilot simulations
estimate the variance of the residual mean and the covariance matrix of the two-summary vector.
The scalar loss uses the inverse variance, while the two-summary loss uses the inverse covariance
matrix. These choices change the shape of the weights but not the exact match sets.

We form a 95% high-weight region by normalizing the weights, sorting grid or histogram cells by
decreasing weight, and taking the smallest set with cumulative weight at least 0.95. We report its
area in two dimensions and its volume in three dimensions. Table 3 summarizes the three designs.

Table 3: Synthetic illustration settings and evaluation metrics.

) Candidat .
Ilustration pj;:u;le?efs Summary targets Metrics
) . idual d d

Ridge to point (a,0) residual mean and second raw 95% area
moment
residual mean and second raw

Plane to curve (a,b,0) 95% volume
moment

Nonlinear (8, 61) residual mean and second raw area and mean

benchmark 0,71 moment error

Figure 5 displays the population identification geometry of the two linear illustrations.

B.2 Ridge to point

The reference model is Y = a* + b*X + ¢, where X ~ N(1,1), ¢ ~ N(0, (¢*)?), and (a*,b*,0*) =
(1,2,0.5). Each replicate uses a reference dataset of size 500 to fit the linear reference relation and
compute the target vector.

For the population geometry, the candidate simulator is Y =a+bX + €, where X ~N (1,1) and

£~ N(0,(0*)?). Relative to fref(z) = a* +b*x, the simulated residual is R=(a—a*)+(b—b")X+E
The mean mismatch is E(R) = (a — a*) + (b — b*). The second raw moment mismatch is

E(R?) - (0%)® = {E(R)}* + (b - b")*.

The residual mean target therefore identifies the line a + b = a* + b* = 3. Matching both targets
requires b = b* and then a = a*, so the set of exact matches under two summaries is the true point

(1,2).
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Synthetic identification geometry: adding summaries shrinks identified sets
Exp. 1 baseline: ridge Exp. 1 enriched: point
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Figure 5: Synthetic identification geometry. Panels A—B show the two-parameter example,
where the residual mean identifies a ridge and the second raw moment identifies the true point.
Panels C-D show the three-parameter example, where the residual mean identifies a plane and the
second raw moment shrinks it to a curve. Stars mark the true parameter.

We evaluate the pseudo posterior over (a,b) € [—1, 3] x [0,4]. The main visualization uses M = 50.
For the batch-size study, we use M € {20, 50,100} across 15 independently generated reference
datasets.

Experiment 1: identification gain across M

2.5
—8— Baseline

pr Enriched
o
o 2.0
IS
<
=)
215+
<
o>
2
= 1.0
wn
o
Y
o
©
0 0.5 A
<<

20 30 40 50 60 70 80 90 100
Batch size M

Figure 6: Ridge to point illustration. Area of the 95% high-weight region as the simulated batch
size increases.
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B.3 Plane to curve

The reference model and true parameter remain (a*, b*,0*) = (1,2,0.5), but the candidate simulator
now also varies the noise scale o. Its residual mean mismatch is again (a — a*) + (b — b*), while its
second raw moment mismatch is

{E(R)}? + (b—b*)% + 02 — (¢%)%

The residual mean target identifies the plane a + b = 3. On this plane, matching the second raw
moment requires

(b—2)? + 0% =0.25, or equivalently 02 =0.25—(b—2)%

The second summary therefore shrinks the plane to a one-dimensional curve rather than to a point.
Thus it strengthens, but does not complete, identification.

We evaluate the pseudo posterior over (a,b,0) € [—1,3] x [0,4] x [0.05,1.10]. The main visualization
uses M = 50. For the batch-size study, we use M € {20,50,100} across 6 independently generated
reference datasets.

Experiment 2: identification gain across M
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Figure 7: Plane to curve illustration. Volume of the 95% high-weight region as the simulated
batch size increases.

B.4 Nonlinear benchmark

We revisit the nonlinear benchmark of Farahi et al. (2026). For parameter 6 = (6p, 1), the simulator
is

log X ~ N(61/5,0.5%), Y | X,0 ~ N{0;log X + 6X,1}.

The true parameter is 6* = (2,2). Each replicate uses a reference dataset of size 200 and fits the
deliberately misspecified linear relation fref(z) = o+ 1. Its residual mean and second raw residual
moment define the target vector.

The likelihood of the nonlinear simulator is available, so we sample from the exact posterior using
Markov chain Monte Carlo.

The VSPP approximation uses 12,000 parameter draws from the N (0,2512) prior. The scalar version
matches only the residual mean, while the two-summary version also matches the second raw residual
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Exact posterior vs baseline (M=50) Exact posterior vs enriched (M=50)
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Figure 8: Nonlinear benchmark. At M = 50, the scalar regression projection pseudo posterior
reproduces the broad manifold from Farahi et al. (2026). Adding the second raw residual moment
target gives a tighter pseudo posterior that is closer to the exact posterior.

moment. We compare both with the exact posterior using the 95% high-weight area and posterior
mean error.

For the batch-size study, we use M € {20,50,100} across 8 independently generated reference
datasets.

Region area vs batch size Posterior mean error vs batch size
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Figure 9: Nonlinear benchmark. High-weight area and posterior mean error as functions of the
simulated batch size.
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C Details of the cosmological case studies in Section 5

C.1 CAMELS

We use processed CAMELS IllustrisTNG galaxy property tables released with the Cosmolgal
analysis. Each of 75 simulations serves in turn as the reference catalog that defines the relations
and targets. The processed simulation bank supplies the candidate parameter values, including the
reference parameter point so that its rank and top-k recovery are well defined.

Reference relations and targets. The three relation families are stellar-halo mass (SMHM),
star-forming main sequence (SFMS), and black hole-galaxy (BH). For each reference run, we fit
each relation by ordinary least squares after applying the same filtering rules to the reference and
candidate catalogs. The fits include an intercept, so the residual mean in the reference catalog is
zero up to numerical precision.

For a single relation, the scalar target is t; = 0. The two-summary target is t = (0,%3) ", where to
is the second raw residual moment in the reference catalog. When stacking relations in VSPP, we
concatenate the summaries and targets from each relation. The four headline sets are therefore:

e A: SMHM residual mean;

e B: SMHM residual mean and second raw moment;

e (C: residual means from SMHM, SFMS, and BH;

e D: residual means and second raw moments from all three relations.

Weights and metrics. Within a reference run, every candidate is evaluated against the same
relations and targets. We use diagonal A and divide each mismatch coordinate by its empirical
standard deviation across valid candidates, preventing numerical scale from determining the loss.
The temperature is fixed across headline comparisons.

For normalized VSPP weights w;, the effective sample size is ESS = 1/3 wjz. The normalized
MAP error is the distance between the highest-weight parameter and the held-out parameter after
scaling each parameter by the range of the finite simulation bank. The posterior mean error uses
the same scaling. The held-out rank is the rank of the reference simulation under the loss. The 95%
high-weight set size is the smallest number of candidates whose weights sum to at least 0.95 after
sorting them in decreasing order.

Recovery diagnostics. Figure 10 shows top-k recovery. Figure 11 compares the main summary
upgrades within the same held-out runs. Figure 12 studies recovery as the number of summary
coordinates increases.
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Y Held-out recovery curves on processed CAMELS IllustrisTNG
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Figure 10: CAMELS top-k recovery. Larger summary vectors rank the held-out reference
simulation among the best candidates more often.
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Figure 11: Paired CAMELS improvements. Entries are the old metric minus the new metric,
so positive values indicate improvement. Comparing each held-out run with itself shows that the
gains are not artifacts of comparing marginal distributions.
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MAP recovery improves as summary dimension grows
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Figure 12: CAMELS recovery as the summary dimension grows. The plot includes all
nonempty relation subsets.

Sensitivity analyses. Figure 13 varies the reference catalog size, and Figure 14 varies the temper-
ature for one reference run.
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Figure 13: Sensitivity to reference catalog sample size. The ordering of summary sets A-D is
stable when fewer galaxies are used to fit the reference relations.
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Figure 14: CAMELS temperature sensitivity. For the displayed reference run, increasing h
diffuses the weights, while richer summary vectors retain lower posterior mean error.

C.2 DREAMS

We run the stellar—halo mass weighting experiment on generated DREAMS files with 1,000 and
2,500 galaxies per astrophysical parameter context. Each file contains 27,000 contexts. Table 4
summarizes the columns of the generated arrays and their use.

Table 4: Columns of the DREAMS generated arrays and their use in the stellar-halo mass study.

Columns Quantities Role

0-1 (i, 08) not used in the weighting analysis

24 (log1g €w,l0g1 Fw, 10810 € £ high) define the astrophysical contexts
5 log stellar mass response in the reference relation
6 log halo or total mass predictor in the reference relation
7 log black hole mass not used here
8 log velocity dispersion not used here
9 gas-phase metallicity not used here

Reference relation and targets. Residuals are computed relative to the fixed stellar-halo
mass reference relation used in the regression projection study. The scalar target is ¢; = 0. The
two-summary target is ¢t = (0,0.09) T, where 0.09 = 0.3? represents a target scatter of 0.3 dex.
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Previous DREAMS work used 0.2 dex as a representative stellar—halo mass uncertainty; we use 0.3
dex as a validation target within the commonly quoted 0.2-0.3 dex range (Allen et al., 2019; Rose
et al., 2025). Using a 0.2 dex target would leave the procedure unchanged but replace the second
coordinate by 0.04 = 0.22.

Implementation. We stream through the generated arrays, group galaxies by columns 2-4, and
accumulate the residual sum and sum of squared residuals for each context. This avoids loading an
entire generated file into memory.

For each context, we compute the residual mean and second raw residual moment. The scalar update
uses only the residual mean target. The two-summary update uses both target coordinates. After
normalizing the weights, we report ESS, 95% high-weight set size, and the weighted mean absolute
coordinate mismatches E,|d;| and E,|da|. The 95% high-weight set size is the smallest number of
contexts whose sorted weights sum to at least 0.95.

Weighted diagnostics. Figure 15 compares coordinate mismatches, and Figures 16a and 16b
compare the weighted stellar-halo mass relations under the scalar and enriched updates.

Moment-enriched weights reduce both mismatches
0.310

B baseline
m enriched

0.30 4

0.25 4

0.20 A

0.15 4

0.10 A

weighted average absolute mismatch

0.05 A

|mean residual| |second moment — target|

Figure 15: DREAMS weighted summary mismatches. Adding the second raw moment target
reduces the weighted mean absolute mismatch for both target coordinates with 2,500 galaxies per
context.
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(b) Residual mean and second raw moment targets.

Figure 16: DREAMS weighted stellar—halo mass relations. The upper and lower rows compare
scalar and two-summary weighting for the generated file with 2,500 galaxies per context.
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