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Knowledge distillation

Origins: “Distilling the Knowledge in a Neural Network”: Hinton, Vinyals, Dean (2015)

Core idea

A teacher model produces:
predictions on training inputs.

A student model is trained using:

ground-truth labels, and
the teacher’s soft predictions.

Illustration

Image credit: Prakhar Ganesh, Towards Data Science

Typical goal

transfer from a large, strong model to a smaller, cheaper, faster model

Intuition: teacher’s soft labels can carry extra information to hard labels!
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Knowledge distillation: current use in practice

Frontier and reasoning models:

Large models transfer reasoning ca-
pability to smaller models.

On-device and edge AI:

Distillation moves powerful models
onto mobile or real-time systems.

Dangerous and contentious use:

Outputs of a powerful model can be
harvested to an imitation model.

Image credit: Official Waymo blog, December 2025

Waymo example: teacher models distilled

into efficient student models for onboard

driving, simulation, and critique.

Distillation is now important for both deployment and competition:
enables smaller deployable models; also raises concerns about extraction
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Self-distillation: the puzzling special case

Self-distillation is the special case where teacher and student share:

the same architecture
the same training data
the same model class

Original dataTeacher 

Teacher's prediction on
Distilled dataPure-distilled

student 

same  Self-distilled
student 

No new information is added.
So why can the student generalize better?

This talk: exact answers for ridge regression in a general setting
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Self-distillation: motivating questions

Self-distillation (SD) objective:

min
fsd

1

n

n∑
i=1

[
(1− ξ) ℓ(yi , fsd(xi )) + ξ ℓ(fte(xi ), fsd(xi ))

]
ξ = 0: teacher’s training objective.
ξ = 1: pure distillation (PD) student.
ξ ∈ [0, 1] typically in practice. We consider unconstrained ξ ∈ R.

0 1

ξ < 0
“pro-learning”

of labels

0 ≤ ξ ≤ 1
standard

interpolation

ξ > 1
“anti-learning”

of labels

Basic questions

When does optimal SD strictly improve the teacher?

Can SD from a suboptimal teacher rival an optimally tuned teacher?

Can we tune ξ⋆ without grid search or data splitting?
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High-level answers

Pointwise gain

Optimal SD strictly
improves whenever

the teacher risk curve
is nonstationary.

Global gain

Student distilled from
a suboptimal teacher
can beat optimally

tuned teacher.

Tuning

Optimal mixing can
be tuned one-shot:
no grid search, no
split, no refits.

All three answers become exact in ridge regression.

The central geometric message: SD moves along a ridge-induced path
in the direction suggested by the slope of the risk curve.
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Summary of our results (and related work comparison)

Optimal (unconstrained) mixing SD landscape in ridge regression:

Optimal SD risk,
strict improvement

and sign rule

Exact SD risk
in proportional

asymptotic, extreme
regularization

One-shot tun-
ing method

Structure Limits Tuning
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Part I: Structural non-asymptotic results

Condition on the observed training data.
Allow any squared prediction risk.



Self-distillation in ridge regression

Training data: D = (X , y), X ∈ Rn×p and y ∈ Rn. No distributional
assumptions are required!

Teacher ridge predictor:

fλ(x) = x⊤ argmin
β∈Rp

{
∥y − Xβ∥22/n + λ∥β∥22

}
.

Pure-distilled (PD) predictor:

fpd,λ(x) = x⊤ argmin
β∈Rp

{
∥ŷλ − Xβ∥22/n + λ∥β∥22

}
, where ŷλ = Xβλ.

Self-distilled (SD) predictor:

fsd,λ,ξ(x) = x⊤ argmin
β∈Rp

(1− ξ) ∥y − Xβ∥22/n + ξ ∥ŷλ − Xβ∥22/n + λ∥β∥22

fsd,λ,ξ = (1− ξ)fλ + ξfpd,λ.
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Optimal self-distillation risk

Squared prediction risk (including out-of-distribution (OOD) risk):

R(f ) := Ex0,y0

[
(y0 − f (x0))

2 | D
]
.

Write R(λ) := R(fλ), Rpd(λ) := R(fpd,λ), and Rsd(λ, ξ) := R(fsd,λ,ξ).

Correlation and separation terms control optimal self-distillation:

C (λ) = E[(y0 − fλ(x0))(y0 − fpd,λ(x0)) | D],

D(λ) = E[(fλ(x0)− fpd,λ(x0))
2 | D].

Let ξ⋆(λ) ∈ argminξ∈R Rsd(λ, ξ), and define R⋆
sd(λ) := Rsd(λ, ξ

⋆).

Closed-form expressions for optimal SD mixing and risk

Assuming D(λ) > 0,

ξ⋆(λ) =
R(λ)− C (λ)

D(λ)
, R⋆

sd(λ) = R(λ)− (R(λ)− C (λ))2

D(λ)
.
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Strict improvement and sign rule
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Teacher prediction risk R
in blue.

PD student prediction risk Rpd

in light blue.

Optimal SD prediction risk R⋆
sd

in green.

Optimal mixing weight ξ⋆

in red.

Theorem (Strict improvement and sign rule)

ξ⋆(λ) = −λ

2

R ′(λ)

D(λ)
, R⋆

sd(λ) = R(λ)− λ2

4

(R ′(λ))2

D(λ)
.

If R ′(λ) ̸= 0, then R⋆
sd(λ) < R(λ) and sign(ξ⋆(λ)) = − sign(R ′(λ)).
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Can self-distilled student beat optimally tuned teacher?
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Curvature test

If

D(λ⋆) <
(λ⋆)2

2
R ′′(λ⋆),

then

min
λ>0

R⋆
sd(λ) < min

λ>0
R(λ).

Optimal SD can bend the risk curve below the best ridge teacher
even though it agrees with ridge at the ridge optimum.
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Part II: Proportional asymptotic results

Quantify the gain when n, p → ∞ with p/n → γ.



Proportional asymptotics: model-free random design

We study the exact SD risk R⋆
sd(λ) and mixing weight ξ⋆(λ) in the

proportional asymptotics regime as n, p → ∞ with p/n → γ ∈ (0,∞).

Assumption (Data assumptions)

Covariates: Each feature vector xi for i ∈ [n] can be decomposed as
xi = Σ1/2zi , where zi ∈ Rp contains i.i.d. entries zij for j ∈ [p] with
mean 0, variance 1, and bounded 4 + µ moments for some µ > 0.
(RMT feature structure and bounded moments)

Response: y ∼ Py has mean 0 and uniformly bounded (4 + ν)-th
moment, for some ν > 0. (model-free, bounded moments response)

Parameterize by (Σ, β, σ2) where β := Σ−1E[xy ] and σ2 := Var(y − x⊤β).

We allow for anisotropic covariance Σ and deterministic signal β.

Formulas track spectrum, signal-covariance alignment, aspect ratio, noise.
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Theorem (Risk asymptotics)

As n, p → ∞ with p/n → γ ∈ (0,∞), for each fixed λ > 0, we have

ξ⋆(λ)
p−→ R(λ)− C (λ)

D(λ)
, R⋆

sd(λ)
p−→ R(λ)− (R(λ)− C (λ))2

D(λ)
,

where R(λ),C (λ),D(λ) are computable components from (Σ, β, σ2).
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Extreme regularization can be (near) optimal with SD

Under an isotropic design and isotropic signal specialization, the
asymptotic formulas give closed-form limits as λ → 0 and λ → ∞.

Optimal SD can be close to the Bayes-optimal ridge risk
even when the teacher is extremely under- or over-regularized.

High SNR: under-regularization preferable; low SNR: over-regularization preferable
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Part III: One-shot tuning

Estimate optimal mixing ξ⋆ from training data:
no grid search, no split, no refits.



Why tuning optimal SD mixing ξ is nontrivial

Standard approach

choose a grid of ξ values

refit a student for each ξ

use split or leave-one-out CV

Problems

computationally expensive

statistically inefficient (high
bias) in high dimensions

Our approach

fit teacher and PD once

estimate R, Rpd, and C

plug into the closed form for ξ⋆

Our estimators involve effective degrees of freedom df(f ) of a predictor f
measured by the trace of the operator y 7→ (∂/∂y)f (y).

One-shot generalized cross-validation (GCV) tuning
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One-shot GCV estimator

Define the GCV-corrected residuals:

r̂λ :=
y − ŷλ

1− df(fλ)/n
, r̂pd,λ :=

y − ŷpd,λ
1− df(fpd,λ)/n

.

Estimate teacher and PD prediction risks and their residual correlation by:

R̂(λ) := ∥r̂λ∥22/n, R̂pd(λ) := ∥r̂pd,λ∥22/n, Ĉ (λ) := ⟨r̂λ, r̂pd,λ⟩/n.

These yield the one-shot estimators (denote D̂ = R̂ + R̂pd − 2Ĉ ):

ξ̂⋆(λ) :=
R̂(λ)− Ĉ (λ)

D̂(λ)
, R̂⋆

sd(λ) := R̂(λ)− (R̂(λ)− Ĉ (λ))2

D̂(λ)
.

Theorem (Consistency of one-shot tuning)

As n, p → ∞ with p/n → γ ∈ (0,∞), for each fixed λ > 0, we have

ξ̂⋆(λ)− ξ⋆(λ)
p−→ 0, R̂⋆

sd(λ)− R⋆
sd(λ)

p−→ 0.
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One-shot tuning in real datasets
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(a) n = p = 99, γ = 1
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(b) n = 2000, p = 5120, γ ≈ 2.6

One-shot risk estimate R̂⋆
sd(λ) computed on training data is in green dashed line.

Selected ξ̂⋆ can be negative in over-regularized regimes!
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Part IV: Extensions and variants

Same structural viewpoint and several results extend
beyond one-round ordinary ridge.



Extensions at a glance

Multi-round SD

Recursive optimal SD
gives monotone risk

decrease:

Rk+1(λ) ≤ Rk(λ).

Ridge variants

Generalized ridge and
kernel ridge inherit

the sign rule through:

fλ − fpd,λ = −λ∂λfλ.

Fresh-X variants

Same-X coupling is
crucial; in an isotropic

setting, same-X
optimal SD dominates
affine fresh-X SD.

Structural results are not just a ridge-regression calculation;
they reflect a resolvent-path geometry shared by several ridge-type smoothers.
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Extension and variant 1: multiple-round distillation

Recursive scheme: Iteratively self-distill using previous round’s predictor.

Original data

Teacher

 

Distilled data 
(Round 0) 

same 

SD student
(Round 1) 

Mixed loss (Round 1) 

Distilled data 
(Round 1) 

SD student
(Round 2) 

Mixed loss (Round 2) 

Distilled data 
(Round 2) 

Original loss 

Denote Rk(λ) = R(f
(k)
λ ). The optimal SD risks are monotone decreasing

in the number of rounds k :

Rk+1(λ) ≤ Rk(λ) for all k ≥ 0.
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Extension and variant 1: multiple-round distillation

Anchored scheme: Remain anchored to the original teacher.
This anchored family is the affine path:

f
(k+1),anch
sd,λ,ξk+1

= (1− ξk+1) f
(0)
λ + ξk+1 f

(k)
pd,λ.
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Extension and variant 2: other ridge variants

Let fλ be a teacher predictor such that there exists a vector-valued map
sλ(·) ∈ Rn (depending on X , λ but not on y) satisfying fλ(x) = sλ(x)

⊤y .
Define the PD fpd,λ and SD predictor fsd,λ,ξ similarly as the ridge setting.

Assume in addition that the ridge-smoother family satisfies the derivative
identity, which holds for generalized ridge and kernel ridge family,

fλ(x)− fpd,λ(x) = −λ∂λfλ(x) for all x .

Under this assumption, we have:

ξ⋆(λ) = −λ

2

R ′(λ)

D(λ)
, R⋆

sd(λ) = R(λ)− λ2

4

(R ′(λ))2

D(λ)
.

If R ′(λ) ̸= 0, then R⋆
sd(λ) < R(λ) and sign(ξ⋆(λ)) = − sign(R ′(λ)).
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Extension and variant 2: other ridge variants
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Gaussian kernel ridge and kernel SD ridge regression.
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Extension and variant 3: same-X versus fresh-X

Our results so far study the student using the same design matrix X as the
teacher. A common practice may train the student using the fresh
independent unlabeled X̃ ∈ Rm×p with teacher’s label ỹλ = fλ(X̃ ) ∈ Rm.

Let f frpd,λ denote ridge regression trained on the pseudo-labeled dataset

(X̃ , ỹλ) with the same λ. Define the fresh-X affine SD family:

f fraffsd,λ,ξ(x) := (1− ξ) fλ(x) + ξ f frpd,λ(x).

Define the optimal SD risk R⋆,fraff
sd (λ) := minξ∈R R(f fraffsd,λ,ξ). We show that

when m = n, the same-X predictor tends to dominate the fresh-X variant.

Theorem (Same-X dominates fresh-X in isotropic setting)

With Σ = Ip and β ∼ N (0, (r2/p)Ip), as m, n, p → ∞ with
p/m, p/n → γ ∈ (0,∞), for every fixed λ > 0, we have

R⋆,same
sd (λ) ≤ R⋆,fraff

sd (λ).
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Extension and variant 3: same-X versus fresh-X

Theoretical asymptotic and empirical risks (averaged over 20 simulations) in
isotropic setting with n = 400, p = 200, r2 = 5, and σ2 = 1.
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Summary

Structural

Optimal SD strictly
improves every

nonstationary point of
the teacher risk curve.

sign(ξ⋆) = − sign(R ′)

Asymptotic

Exact deterministic
equivalents quantify
the SD gain under

anisotropic covariance,
deterministic signal.

Algorithmic

One-shot GCV tuning
is consistent and
avoids grid search,
data splitting, and
refitting over ξ.

Optimal self-distillation acts as a cheap correction
for a mis-regularized teacher!

Paper link: https://pratikpatil.io/papers/sd-ridge.pdf
Slides link: https://pratikpatil.io/slides/sd-ridge-slides.pdf
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